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Abstract 
Construction scheduling in active airport environments is complicated by re-
stricted work windows, operational access requirements, and dependencies that 
may not be fully reflected in conventional critical-path analysis. This study 
examines an LLM-augmented framework for identifying schedule vulnerabil-
ities by combining Critical Path Method (CPM) indicators, a heuristic Base-
line Risk Index (BRI), large language model (LLM) interpretation, and prob-
abilistic duration analysis. The framework was examined through an anony-
mized airside rehabilitation project at a major U.S. airport, using 1591 baseline 
schedule records and nine retrospective validation cases. Baseline schedule 
characteristics were analyzed separately from subsequent project outcomes to 
reduce hindsight bias. Monte Carlo simulation was applied at the activity level 
using provisional duration distributions and risk-event assumptions. The re-
sults revealed substantial differences in schedule flexibility across work pack-
ages. Work Package E had approximately 67% of its eligible activities within 
one to five days of total float and subsequently experienced a 32-day schedule 
variance. Work Package D recorded a 70-day variance, despite having lower 
low-float exposure. Meanwhile, the project’s substantial-completion milestone 
was achieved on its baseline target date. The LLM helped consolidate sched-
ule-risk indicators into structured observations for planner review, although 
no independent improvement over conventional CPM and BRI analysis was 
demonstrated. The probabilistic results provided comparative activity-dura-
tion exposure rather than project completion forecasts. These findings suggest 
that combining conventional schedule measures with contextual risk screen-
ing and structured interpretation can support earlier recognition of localized 
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vulnerabilities, while further validation is needed to establish measurable im-
provements in planning performance. 
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1. Introduction 

Construction scheduling requires more than assigning dates to activities. A relia-
ble baseline schedule must represent work sequence, activity relationships, access 
conditions, contractual milestones, and the practical constraints under which the 
work will be performed. The Critical Path Method (CPM) provides a structured 
basis for this process through activity logic, total float, and schedule-driving paths. 
However, CPM remains deterministic: once durations, calendars, logic, and con-
straints are defined, the resulting dates are treated as fixed even though actual 
construction conditions are uncertain. 

This limitation is especially important in airfield construction. Work in an ac-
tive airport is often controlled by restricted access, limited closure windows, air-
craft operations, safety requirements, and coordination among multiple organi-
zations. These conditions can affect when a work package can begin, continue, or 
be completed, even when the underlying construction activity is technically straight-
forward. Previous research on airfield construction has emphasized the importance 
of early coordination, shared situational awareness, and proactive risk manage-
ment in operationally constrained environments [1]-[3]. 

Artificial intelligence has created new opportunities for improving construction 
planning and schedule management. Recent studies have examined the use of nat-
ural language processing, machine learning, Building Information Modeling, and 
large language models for schedule generation, schedule interpretation, and dy-
namic project control. Prieto et al., Jung et al., and Naser [4]-[6] demonstrated 
that ChatGPT could generate a coherent preliminary construction schedule from 
natural-language input, while Chong et al. [7] showed how BIM and AI can sup-
port dynamic schedule management and risk identification. Donia et al. [8] fur-
ther demonstrated that NLP-based methods can generate activities, durations, 
and logical relationships compatible with Primavera P6. These studies show the 
potential of AI-assisted scheduling, but they focus primarily on schedule genera-
tion, automation, or execution-stage adjustment. 

A different opportunity is to use large language models as a reasoning layer over 
an existing baseline schedule. In this role, the LLM does not replace CPM calcu-
lations or professional scheduling judgment. Instead, it helps interpret combina-
tions of baseline characteristics that may indicate schedule vulnerability [9] [10]. 
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These characteristics can include low or zero float, driving-path exposure, long-
duration activities, access restrictions, external approvals, third-party interfaces, 
procurement exposure, and other operational constraints. The present study rep-
resents these characteristics through a transparent Baseline Risk Index (BRI) and 
then uses the LLM to interpret the resulting risk patterns and identify areas that 
warrant planner attention. 

Probabilistic simulation provides a complementary analytical layer. CPM es-
tablishes the logical structure of the baseline, while Monte Carlo simulation rep-
resents uncertainty in activity durations and selected risk events. The two approaches 
therefore serve different purposes: CPM describes schedule structure, the BRI sum-
marizes baseline exposure, the LLM supports interpretation, and probabilistic sim-
ulation characterizes uncertainty. Historical project outcomes are kept separate 
from the baseline analysis and are introduced only after the initial assessment to 
reduce hindsight bias. 

This study applies the framework to an anonymized airside rehabilitation pro-
ject at a major U.S. airport. The case is useful because the project cannot be de-
scribed simply as delayed or on time. The substantial-completion milestone was 
achieved on its baseline target date, while several intermediate work packages ex-
perienced later openings, sequencing changes, deferred mobilization, access or in-
terface constraints, or scope removal. This creates an appropriate setting for ex-
amining whether localized schedule vulnerability could have been recognized from 
baseline information before the later outcomes were known. 

Accordingly, this study proposes an LLM-augmented framework for risk-in-
formed schedule planning in airside construction. The framework combines base-
line CPM information, risk-feature extraction, the Baseline Risk Index, LLM-as-
sisted interpretation, probabilistic simulation, planner review, and historical vali-
dation. The study has three objectives: first, to identify schedule vulnerability us-
ing baseline information alone; second, to evaluate the role of an LLM as a deci-
sion-support layer for interpreting concentrations of schedule risk; and third, to 
compare baseline-derived risk signals and probabilistic exposure with later ob-
served project outcomes. The broader aim is to examine how AI can augment con-
ventional scheduling practice without replacing established CPM methods or pro-
fessional judgment. 

2. Literature Review  
2.1. AI and Natural Language Processing in Construction 

Scheduling 

Construction scheduling has traditionally depended on structured planning tools 
and the experience of schedulers to define activity breakdowns, durations, rela-
tionships, and constraints. More recently, artificial intelligence has been intro-
duced to automate portions of this process and to improve the way project teams 
interact with schedule information. Early applications largely focused on machine 
learning, BIM integration, optimization, and automated extraction of project data. 
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Natural language processing has expanded this direction by allowing construction 
information written for human use to be translated into structured data that can 
support planning and project control [11]. 

Prieto et al. [4] provided one of the early demonstrations of a conversational large 
language model applied directly to construction scheduling. Their study showed 
that ChatGPT could generate a reasonable activity sequence from a natural-lan-
guage project description and respond to changes introduced by users. The results 
suggested that LLMs could reduce some of the effort associated with preliminary 
schedule development, although reliability, consistency, and professional verifi-
cation remained important limitations. 

More recent studies have moved beyond basic schedule generation. Chong et 
al. [7] integrated BIM and AI within a dynamic schedule-management framework 
that combined project information, predictive analysis, resource allocation, and 
progress visualization. Their results illustrate a broader role for AI in schedule man-
agement, particularly where the system is connected to structured project data 
rather than used as an independent prediction tool. 

Donia et al. [8] developed this idea further through an integrated BIM-NLP 
framework for automated schedule generation. Their approach used semantic 
matching and rule-based reasoning to generate activities, estimate durations, es-
tablish relationships, and create schedule information compatible with Primavera 
P6. The work demonstrates that AI can participate directly in scheduling work-
flows while preserving links to conventional project-management software. At the 
same time, the authors noted that uncertainty associated with productivity, 
weather, and implementation risk was outside the scope of their framework. This 
limitation is particularly relevant when the objective moves from schedule gener-
ation toward schedule-risk assessment. 

2.2. Large Language Models as a Planning and Decision-Support 
Layer 

The growing capability of large language models creates an opportunity that ex-
tends beyond automatically writing an activity list. LLMs can interpret textual and 
structured information together, recognize relationships within large datasets, 
and provide an interface through which users can investigate complex project in-
formation. 

Seo and Choi [12] proposed an LLM-based agent system for large-scale project 
scheduling in which the language model was connected to a schedule knowledge 
graph and specialized analysis, modification, and optimization tools. Their find-
ings are important for the present study because performance improved when the 
LLM was supported by external computational tools rather than being expected 
to perform the entire scheduling task internally. The authors also emphasized a 
human-in-the-loop arrangement in which the system can propose or analyze 
changes while the project manager retains responsibility for decisions. 

A similar principle is appearing in other construction applications. Abdelsalam 
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et al. [13] for example, connected an LLM with BIM and external cost databases 
to automate a multi-step construction estimating workflow. Although cost esti-
mation differs from scheduling, the underlying architecture illustrates an im-
portant direction in engineering AI: the language model acts as an orchestration 
and reasoning layer while specialized systems remain responsible for domain-spe-
cific data and calculations. 

This distinction is central to the framework proposed in this study. CPM calcu-
lations, schedule logic, and probabilistic simulation do not need to be replaced by 
an LLM. Instead, the LLM can sit above these analytical tools and help the planner 
interpret patterns that may otherwise require substantial manual review. In sched-
ule-risk analysis, these patterns may include combinations of low float, driving-
path exposure, restrictive access, long durations, approval requirements, third-
party interfaces, or other project-specific constraints. The value of the language 
model therefore lies less in producing a finish date and more in helping determine 
where the schedule deserves additional attention and why. 

2.3. Probabilistic Analysis and Schedule Uncertainty 

Deterministic schedules provide a necessary baseline for project execution, but 
they represent durations and relationships as defined planning assumptions. Ac-
tual construction conditions are less certain. Duration variability, access limita-
tions, external dependencies, resource constraints, and operational changes can 
alter the way activities are ultimately executed. 

Probabilistic simulation provides a way to represent this uncertainty explicitly. 
Rather than assigning only one duration to an uncertain activity, the input can be 
represented as a distribution and evaluated repeatedly. Jafari et al. [14] although 
addressing construction reporting requirements rather than construction sched-
uling directly, demonstrated this combined approach by linking NLP-based in-
formation extraction with stochastic simulation. Their model used Monte Carlo 
simulation to represent uncertainty in time and resource requirements and al-
lowed triangular distributions based on minimum, most-likely, and maximum es-
timates when sufficient historical observations were unavailable. 

For schedule planning, the same principle can complement CPM. CPM de-
scribes the network structure and identifies where activities have limited schedule 
flexibility. Probabilistic simulation can then examine the uncertainty associated 
with selected activities or risk conditions. These two functions should remain dis-
tinct. A high-risk interpretation from an LLM is not a probability of delay, and an 
activity-level Monte Carlo result is not automatically a project completion-date 
probability. A defensible framework therefore requires a clear separation between 
schedule logic, risk interpretation, and probabilistic calculation. 

This distinction is also important for the present case study. The preliminary 
Monte Carlo component is used to develop and test the analytical workflow at the 
activity and schedule-grouping levels. Full propagation of uncertainty through the 
CPM network requires calibrated probability distributions and is treated as a sub-
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sequent stage of model development rather than assumed from the exploratory 
simulation. 

2.4. Airfield Construction and the Research Gap 

Airfield construction provides a particularly demanding setting for risk-informed 
scheduling. The schedule must account not only for construction productivity and 
technical logic but also for an operating airport. Access to work areas, aircraft 
movements, temporary closures, safety requirements, operational coordination, 
and interfaces among multiple organizations can influence whether planned work 
can proceed when scheduled. 

Taheri [1] discussed these conditions in the context of airfield construction 
safety management and highlighted the importance of timely information shar-
ing, stakeholder coordination, and early recognition of operational risks. Taheri 
et al. [2] similarly emphasized the value of combining prescriptive controls with 
proactive risk identification and continuous risk management in airport environ-
ments. Together, these studies support the broader premise that airport decision-
making benefits from approaches that identify emerging risk before it becomes an 
operational problem. 

The scheduling literature reviewed above shows substantial progress in AI-as-
sisted schedule generation, NLP-based interpretation, BIM integration, dynamic 
schedule management, and LLM-enabled interaction with project data. However, 
the reviewed studies do not directly address the combination examined here: us-
ing an LLM to interpret risk signals from an existing baseline CPM schedule, link-
ing those signals to probabilistic uncertainty analysis, and then testing the base-
line-derived assessment against later project outcomes that were withheld from 
the initial analysis. 

The present study addresses that gap through an anonymized airside construc-
tion case study. Rather than asking AI to create a schedule from scratch, the pro-
posed framework begins with an established baseline schedule and asks a different 
question: can AI help the planner recognize where the baseline is vulnerable be-
fore the subsequent project outcome is known? CPM provides the schedule struc-
ture, the LLM supports interpretation of risk characteristics, probabilistic simula-
tion represents uncertainty, and historical project records provide an independent 
basis for evaluating the resulting risk signals. This positioning places the proposed 
framework between conventional schedule analysis and fully automated AI sched-
uling, with the objective of supporting professional judgment rather than replac-
ing it. 

3. Materials and Methods 
3.1. Research Design 

This study used a retrospective case-study design to examine whether schedule 
risks could have been identified from information available at the baseline stage, 
before later project outcomes were known. The method was intentionally struc-
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tured to separate prediction from validation. Baseline schedule information was 
analyzed first, while subsequent project records were withheld and used only after 
the risk-identification process had been completed. 

The proposed framework combines three analytical components: CPM-based 
schedule information, LLM-assisted interpretation of schedule risk, and probabil-
istic simulation. The overall workflow is: 

Baseline schedule → risk-feature extraction → LLM-assisted risk interpretation 
→ probabilistic simulation → risk review → historical validation. 

The overall analytical workflow is summarized in Figure 1. The LLM was not 
used to calculate CPM dates or independently generate probabilistic results. CPM 
calculations were retained as structured schedule data, and Monte Carlo simula-
tion was performed computationally. The LLM was used as an interpretive layer 
to organize baseline risk signals and identify activities or work packages that war-
ranted closer planning attention. This approach follows the broader direction of 
tool-supported LLM applications in engineering, where the language model as-
sists with reasoning while specialized analytical tools perform deterministic or nu-
merical calculations [12]. 
 

 

Figure 1. Proposed LLM-augmented workflow for baseline schedule-risk screening, probabilistic analysis, planner review, and historical 
validation. Historical outcomes are withheld from the baseline analysis and introduced only during the validation stage. 

3.2. Case Study and Data Preparation 

The framework was evaluated using an anonymized airside rehabilitation project 
at a major U.S. airport. The original project schedule was developed in Primavera 
P6 and contained the activity structure, work breakdown structure, activity dura-
tions, calendars, logical relationships, constraints, milestones, and float infor-
mation required to reconstruct the baseline planning condition. 

To protect project-specific and operationally sensitive information, identifiable 
project names, organizations, activity locations, runway or taxiway identifiers, and 
other potentially sensitive descriptions were removed or generalized. Dates were 
converted to relative Project Day values rather than reported as calendar dates. 
The analysis therefore preserves the temporal relationships required for schedule 
evaluation without disclosing the original project identity. 
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The research dataset was organized into separate analytical layers. Baseline ac-
tivities and CPM attributes formed the primary schedule dataset. Predecessor and 
successor relationships were retained separately to preserve network structure, 
while baseline milestones and constraints were maintained as an additional refer-
ence layer. Engineered risk features were then derived from these baseline da-
tasets. 

Historical project outcomes were stored separately from the baseline infor-
mation. These records included later-reported milestone dates, changes in work-
package completion, scope adjustments, access limitations, and other docu-
mented schedule outcomes. Nine anonymized validation cases were identified for 
comparison with the baseline analysis. Importantly, these historical records were 
not supplied to the LLM during the primary risk-identification stage. 

This separation was used to reduce hindsight leakage. The intent was to repro-
duce, as closely as possible, the information environment that would have existed 
when the baseline schedule was originally available. 

3.3. Baseline Schedule-Risk Features 

The baseline schedule was evaluated using a combination of conventional CPM 
indicators and contextual risk characteristics. Conventional indicators included 
total float, low-float exposure, zero-float exposure, activity duration, driving-path 
status, constraints, and network connectivity. 

Additional features were introduced to represent conditions that may be par-
ticularly important in operationally constrained construction environments. 
These included:  
 restricted-access exposure; 
 third-party or external interfaces; 
 approval dependencies; 
 procurement exposure; 
 weather sensitivity; 
 long-duration activities; 
 cost exposure; and 
 dependencies associated with operational sequencing. 

The contextual risk indicators were developed through provisional baseline-
only screening of anonymized activity descriptions and schedule classifications. 
External approval (EA) represented activities involving submittals, permitting, re-
views, or approval requirements. Procurement exposure (PR) represented mate-
rial procurement, submittal, review, and delivery dependencies. Restricted access 
(RA) represented activities associated with gates, fencing, barricades, controlled 
access points, or restricted work areas. Third-party interface (TP) represented de-
pendencies involving suppliers, utility providers, external approvals, or other 
stakeholders. These indicators were treated as heuristic screening flags rather than 
independently verified records of actual risk events. Their activity-level assign-
ments were used to calculate the Baseline Risk Index (BRI) for each activity. 
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The activity-level risk-feature classifications were recorded as part of the base-
line screening process. Among the 1591 baseline records, 47 were flagged for ex-
ternal approval, 73 for procurement exposure, 105 for restricted access, and 79 for 
third-party interfaces. The binary classifications and associated BRI values were 
preserved independently of the historical validation outcomes. 

The Baseline Risk Index (BRI) for activity (i) was calculated as: 

BRI 20ZF 12LF 10DP 8C 5M 5LD 8EA
8PR 10RA 8TP 5W 6HC 5CW 5CE

i i i i i i i i

i i i i i i i

= + + + + + +

+ + + + + + +
 

where ZF denotes zero float, LF denotes 1 - 5 days of total float, DP denotes driv-
ing-path status, C denotes a schedule constraint, M denotes milestone status, LD 
denotes long duration (≥20 days), EA denotes external approval, PR denotes pro-
curement exposure, RA denotes restricted access, TP denotes third-party inter-
face, W denotes weather sensitivity, HC equals 1 when the combined number of 
direct predecessor and successor relationships is five or more, and 0 otherwise. 
CW equals 1 when at least one predecessor belongs to a different work breakdown 
structure (WBS) node, and 0 otherwise. CE equals 1 when the activity’s budgeted 
cost share exceeds 0.5% of the total baseline project cost, and 0 otherwise. All 
terms are binary indicators. The index is a heuristic screening measure and is not 
a probability of delay.  

The weather-sensitivity indicator was assigned a value of 1 for all 1591 baseline 
records. As a result, it contributes five points to every BRI score without affecting 
the relative ranking of activities. Although weather conditions can influence air-
side construction, the available data did not support assigning different levels of 
weather exposure to individual activities. The indicator was therefore retained for 
consistency with the original calculations but was not used to distinguish weather-
related risk among activities. 

Low-float exposure (LFE) and zero-float exposure (ZFE) were calculated at the 
schedule-grouping level as: 

( )LFE 1 TF 5 100j i jI N = Σ ≤ ≤ ×   

( )ZFE TF 0 100j i jI N = Σ = ×   

where TFᵢ is the total float of activity (i), I is an indicator function equal to 1 when 
the stated condition is satisfied and 0 otherwise, and Nⱼ is the number of eligible 
activities included in schedule grouping (j). LFE represents the percentage of ac-
tivities with 1 - 5 days of total float, while ZFE represents the percentage of activ-
ities with zero total float. 

Eligible activities were defined as task-type schedule records, excluding 26 start 
milestones, 26 finish milestones, and 26 level-of-effort activities, leaving 1513 eli-
gible activities from the 1591 baseline records. Schedule-grouping membership 
was determined using the hierarchical WBS paths. The major airside closure 
grouping included records within Phase 2, while intermediate Work Packages B, 
D, E, F, G, and H corresponded to their respective Phase 2B, 2D, 2E, 2F, 2G, and 
2H WBS branches. Both project-level completion groupings included all 1513 el-
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igible activities. The resulting denominators (N_j) were 839 for Phase 2 overall, 
103 for B, 87 for D, 43 for E, 5 for F, 20 for G, and 50 for H. The hierarchical 
groupings were not mutually exclusive.  

The BRI weights were assigned as heuristic values to reflect the relative im-
portance of the selected schedule-risk indicators. Greater weights were given to 
zero float, low float, and restricted-access conditions, while the remaining indica-
tors received lower weights according to their intended contribution to baseline 
risk screening. The weights were not statistically calibrated, and the historical val-
idation outcomes were not used to adjust them. Therefore, the BRI was used only 
to compare relative risk exposure and was not treated as a predictor of actual 
schedule delay. 

The purpose of the feature set was not to declare that an activity would be de-
layed. Rather, the features were used to characterize the degree to which an activ-
ity or schedule grouping was exposed to conditions that could reduce schedule 
flexibility. 

The resulting BRI was used to support comparative analysis among activities 
and schedule groupings. This distinction is important because a score of 60, for 
example, should not be interpreted as a 60% probability that an activity will finish 
late. 

At the schedule-grouping level, additional measures were calculated, including 
the percentage of activities with zero float and the percentage with one to five days 
of total float. These measures were used to identify concentrations of limited 
schedule flexibility rather than relying only on individual critical activities. 

3.4. LLM-Assisted Risk Interpretation 

The LLM was provided with structured baseline information derived from the 
schedule and engineered risk features. Its role was to interpret combinations of 
schedule characteristics and identify potential concentrations of risk that might 
warrant review by a planner. 

The LLM received only baseline-derived schedule information, including activ-
ity and WBS identifiers, original duration, total float, driving-path and constraint 
indicators, and the contextual risk features defined above. Historical validation 
outcomes were excluded from the input. A fixed analysis prompt instructed the 
model to identify concentrations of baseline vulnerability, explain the contrib-
uting schedule characteristics, and flag areas requiring planner review without re-
calculating CPM dates or predicting specific delay durations. Historical outcomes 
were introduced only after completion of the baseline analysis. The LLM-assisted 
baseline risk analysis was conducted using ChatGPT with a session-identified 
GPT-6 model (OpenAI). The analysis incorporated 1591 anonymized baseline 
schedule records, 2750 predecessor-successor relationships, and their correspond-
ing baseline risk features. Historical project outcomes were excluded from the 
model inputs. The analysis produced five evidence-based observations identifying 
potential schedule vulnerabilities, supporting activity characteristics, and areas re-
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quiring professional planning review. The analysis focused on questions such as 
whether low-float activities were concentrated within a work package, whether 
critical or driving activities also depended on restricted access or external inter-
faces, and whether multiple risk characteristics occurred simultaneously in the 
same portion of the schedule. 

This design differs from studies that use an LLM primarily to generate a con-
struction schedule from natural-language input [4]. In the present framework, the 
baseline schedule already exists. The purpose of the language model is therefore 
not to replace schedule development, but to assist with interpretation of an estab-
lished CPM network. 

Human judgment remains part of the process. LLM-generated observations are 
treated as decision-support information that a scheduler or project manager can 
review before considering mitigation measures. This human-in-the-loop arrange-
ment is consistent with recent tool-augmented scheduling research in which ana-
lytical recommendations are generated computationally but managerial responsi-
bility remains with the project team [12]. 

The LLM output was used as a qualitative screening and interpretation layer 
rather than as an independently calibrated predictive model. Its observations were 
reviewed in conjunction with the structured baseline indicators, including the 
Baseline Risk Index (BRI), float exposure, access constraints, and interface condi-
tions. The study therefore does not assign a separate prediction-accuracy statistic 
to the LLM. Instead, the LLM contribution is evaluated as part of the integrated 
framework by examining whether baseline-only risk interpretations were con-
sistent with areas that later warranted schedule attention.  

The baseline risk assessment was carried out through the ChatGPT interface 
using a session-identified GPT-6 model. The model was provided with anony-
mized activity records, predecessor-successor relationships, and provisional base-
line risk features. It was instructed to identify three to five schedule-risk observa-
tions supported by activity identifiers, total float, network relationships, and rele-
vant contextual indicators. The instructions also required the model to explain the 
scheduling implications of each observation and recommend areas for planner 
review without assuming that future delays or risk events had occurred. Historical 
validation records and Monte Carlo results were not included in the model inputs. 
Because the analysis was performed through the ChatGPT interface, generation 
settings such as temperature and random seed were not available for independent 
verification. 

3.5. Probabilistic Simulation 

Monte Carlo simulation was used to introduce duration uncertainty into the anal-
ysis. For each simulated activity, a triangular distribution was defined using min-
imum, most-likely, and maximum duration assumptions. Triangular distribu-
tions are commonly used when complete historical distributions are unavailable 
but reasonable lower, most-likely, and upper estimates can be established from 
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available information or expert judgment. A similar approach has been used in 
construction simulation research to represent uncertain duration and resource in-
puts [14]. 

For the exploratory Monte Carlo analysis, minimum, most-likely, and maxi-
mum activity durations were estimated using baseline durations and the corre-
sponding BRI categories. Risk-event probabilities and duration impacts were as-
signed according to the same risk categories and the relevant activity-level expo-
sure indicators. These assumptions were kept separate from the withheld histori-
cal validation outcomes and were not calibrated using the later observed schedule 
results. The provisional triangular duration bounds were assigned using the base-
line activity duration and three BRI categories: Low (BRI below 25), Medium (BRI 
25 - 44), and High (BRI 45 or greater). The optimistic duration was set at 85%, 
90%, and 95% of the baseline duration for High-, Medium-, and Low-risk activi-
ties, respectively, while the most-likely duration equaled the baseline duration. 
The corresponding pessimistic multipliers were 1.50, 1.30, and 1.15. For activities 
flagged for external approval or procurement, the pessimistic multiplier was in-
creased to 1.60, or 1.70 when restricted-access exposure was also identified. Dis-
crete risk-event probabilities were assigned only to activities flagged for external 
approval, procurement, restricted access, or third-party interfaces, using provi-
sional probabilities of 0.05, 0.15, and 0.30 for Low-, Medium-, and High-risk ac-
tivities, respectively. The associated event-impact intervals were 1 - 5, 2 - 10, and 
3 - 21 days. The duration multipliers, event probabilities, and impact ranges were 
selected as provisional assumptions to examine how different levels of baseline 
risk could influence activity-duration uncertainty. These values were not derived 
from historical frequency data or calibrated against observed project outcomes. 
Accordingly, the simulation results were used to compare relative duration expo-
sure under the assumed conditions rather than to estimate the likelihood of actual 
schedule delays. Because the input distributions remain provisional, the simula-
tion is used to compare relative duration exposure rather than to produce a cali-
brated forecast of package or project completion. 

The simulation generated repeated duration samples and produced activity-
level statistics including mean simulated duration, P10, P50, P80, P90, and P95 
durations, expected overrun relative to the baseline, and probability of exceeding 
the baseline duration. 

The provisional activity-level Monte Carlo analysis was reproduced using Py-
thon 3.13.5 and NumPy 2.3.5, with 20,000 iterations per simulated activity and a 
fixed random seed of 20261012 using the PCG64 random-number generator. For 
each iteration, activity duration was sampled from the corresponding triangular 
distribution defined using the duration assumptions described above. Discrete 
risk events were modeled through independent Bernoulli trials using the assigned 
event probabilities; when triggered, an additional duration impact was sampled 
from a uniform distribution bounded by the specified minimum and maximum 
impact values. The resulting activity-duration samples were used to calculate 
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mean duration, empirical percentiles, and the proportion exceeding baseline du-
ration. Activity uncertainties were sampled independently, without CPM-net-
work propagation or cross-activity correlation. The fixed random seed and docu-
mented simulation settings support consistency across computational runs. How-
ever, independent reproduction of the activity-level results requires access to the 
complete input parameters and simulation code. 

At the schedule-grouping level, activity results were aggregated to support com-
parative visualization. Particular attention was given to average P80 duration-over-
run exposure and expected overrun measures. Of the 1591 baseline schedule rec-
ords, 1513 activities were included in the activity-level simulation. Seventy-eight 
records were excluded, consisting of 26 start milestones, 26 finish milestones, and 
26 level-of-effort activities. 

These results require an important qualification. The simulation used in the 
present exploratory stage is activity-based. Uncertainty was not propagated through 
a complete CPM network during every Monte Carlo iteration. Consequently, the 
schedule-grouping-level P80 measures presented in this study should not be in-
terpreted as probabilities of project or package completion dates. 

The probability distributions and event assumptions also remain subject to cal-
ibration. The Monte Carlo results are therefore used to demonstrate the analytical 
framework and compare relative exposure among schedule components, rather 
than to claim a final probabilistic completion forecast. 

3.6. Historical Validation 

After the baseline-only analysis had been completed, historical project outcomes 
were introduced for validation. Nine anonymized validation cases were used. 
These included major project milestones and intermediate work packages that ex-
perienced different types of schedule outcomes. 

For cases with both a baseline target and a later-reported completion date, sched-
ule variance was calculated as: 

Schedule Variance = Later Reported Project Day − Baseline Target Project Day 
Positive values indicate completion later than the baseline target, negative val-

ues indicate earlier completion, and zero indicates completion on the baseline tar-
get. 

Not every historical outcome could reasonably be expressed as a numerical de-
lay. Cases involving scope removal, deferred mobilization, or unresolved outcomes 
were therefore retained as categorical observations rather than assigned an artifi-
cial number of delay days. 

This validation strategy is important because the case study did not experience 
a simple project-wide delay. The substantial-completion milestone was achieved 
on its baseline target date even though several intermediate work packages expe-
rienced schedule changes. The evaluation therefore focused on whether the pro-
posed framework identified localized schedule vulnerability, rather than whether 
it simply predicted the final project completion date correctly. 
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3.7. Evaluation and Visualization 

The final analytical stage compared baseline-derived risk indicators with the his-
torical validation cases. Three forms of evidence were considered together: 
1. conventional CPM exposure, particularly zero- and low-float activity concen-

tration; 
2. baseline-derived risk indicators, including the BRI, together with LLM-assisted 

qualitative interpretations; and 
3. exploratory Monte Carlo duration-overrun exposure. 

The comparisons were visualized at the schedule-grouping level using scatter 
plots and bar charts. Observed schedule variance was then compared with baseline 
risk characteristics to determine whether areas that later experienced schedule dis-
ruption had shown recognizable warning signals during baseline planning. 

The evaluation was conducted as a retrospective comparison rather than a 
formal test of predictive accuracy. The nine validation cases included five out-
comes with measurable schedule variance, three categorical outcomes involv-
ing scope changes or deferred mobilization, and one pending milestone. Given 
the limited number of cases and differences in outcome types, the analysis fo-
cused on whether baseline risk indicators were consistent with the later project 
records. The findings were interpreted at the case-study level and were not used 
to establish statistical relationships or predictive performance beyond the pro-
ject examined. 

4. Results 
4.1. Baseline Schedule-Risk Exposure 

The baseline analysis showed that schedule flexibility was not distributed evenly 
across the project. Some work packages contained a much larger concentration of 
activities with limited total float than others. This was particularly evident for In-
termediate Airside Work Packages D and E. 

Work Package E had the highest low-float exposure, with approximately 67% 
of its activities having between one and five days of total float. Work Package 
D followed at approximately 28%. By comparison, Work Package B had only 
about 5% of its activities within this range. These differences suggest that the 
packages were entering execution with substantially different levels of schedule 
flexibility. 

Among the intermediate work packages, Work Package B had the highest zero-
float exposure at approximately 11.7%, followed by Work Package D at approxi-
mately 5.8%. The project-to-substantial-completion and project-to-final-comple-
tion groupings each showed approximately 6.9% zero-float exposure, while the 
major airside closure grouping showed approximately 5.4%. Work Packages E, F, 
G, and H contained no zero-float activities under the adopted analytical defini-
tion. The comparison illustrates why a single CPM indicator is insufficient for risk 
screening. Work Package E, for example, had no zero-float activities but had a 
very large concentration of activities with only one to five days of float. Its baseline 
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was therefore not technically dominated by zero-float activities, but it nevertheless 
contained relatively little schedule flexibility across a substantial portion of the 
package. Figure 2 summarizes low-float exposure across the analyzed schedule 
groupings. 
 

 

Figure 2. Low-float activity exposure across the analyzed schedule groupings, including 
intermediate work packages and milestone groupings. Values represent the percentage of 
eligible baseline activities with one to five days of total float. 

4.2. Historical Schedule Outcomes 

The historical validation records showed that project performance cannot be de-
scribed adequately using the final milestone alone. The substantial-completion 
milestone was achieved on its baseline target date, and the major airside closure 
milestone occurred seven days earlier than its baseline target. At the same time, 
several intermediate work packages experienced substantial deviations from their 
original baseline dates. 

Among the cases for which directly comparable dates were available, Work 
Package D recorded the largest variance, with its later-reported date occurring 70 
days after the baseline target. Work Package E was 32 days later than its baseline 
package finish, while Work Package B experienced an 11-day delay in opening. 

Other outcomes were not appropriately represented by a numerical delay value. 
Work Packages F and G were removed from the relevant scope, while Work Pack-
age H experienced deferred mobilization associated with access or operational 
conditions. These cases were retained as categorical outcomes because assigning 
an artificial delay duration would misrepresent what occurred. 

The difference between intermediate work-package outcomes and the on-time 
substantial-completion milestone suggests that localized schedule changes did not 
ultimately prevent the project from meeting its principal contractual milestone. 
These results may reflect schedule adjustments, resequencing, or other manage-
ment actions during construction, although the available records do not establish 
the specific contribution of each measure. Figure 3 illustrates the observed sched-
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ule variances for the five historical validation cases with comparable baseline and 
actual completion dates. 
 

 

Figure 3. Actual schedule variance for historical validation cases with comparable dates. 
Positive values indicate later completion relative to baseline, negative values indicate earlier 
completion, and zero indicates completion on the baseline target. 

4.3. Baseline Risk Index and Observed Variance 

The schedule-grouping-level comparison between average Baseline Risk Index 
(BRI) values and later schedule variance produced a mixed but informative pat-
tern. Work Packages D and E, both of which later experienced substantial sched-
ule variance, showed elevated baseline risk exposure relative to some other in-
termediate packages. Work Package E had the highest average BRI among the 
three delayed packages included in the numerical comparison, while Work Pack-
age D had a lower average BRI but ultimately experienced the largest observed 
variance. The relationship was therefore not monotonic. A higher average Base-
line Risk Index (BRI) did not translate directly into a greater number of delay 
days. This is an important result because the Baseline Risk Index (BRI) was 
designed as a relative indicator of schedule exposure, not as a calibrated pre-
diction of delay magnitude. 

The milestone cases reinforce this distinction. The substantial-completion 
milestone was achieved on target, while the major closure milestone occurred 
earlier than baseline, even though the associated schedule groupings still con-
tained measurable baseline risk exposure. Risk identification should therefore 
be interpreted as an indication of vulnerability or management attention, ra-
ther than a deterministic forecast that the corresponding milestone will be 
missed. 

The comparison suggests that the primary value of the LLM-assisted inter-
pretation layer may lie in identifying where additional review is warranted, ra-
ther than estimating exactly how many days of variance will occur. This is con-
sistent with the intended decision-support role of the framework. Figure 4 
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compares the average Baseline Risk Index (BRI) with observed schedule vari-
ance, with bubble size representing exploratory Monte Carlo P80 duration-
overrun exposure. 
 

 

Figure 4. Average Baseline Risk Index (BRI) versus observed schedule variance for valida-
tion cases with comparable dates. Bubble size represents the average activity-level P80 du-
ration overrun from the exploratory Monte Carlo simulation. The simulated values reflect 
duration uncertainty under provisional assumptions and do not represent predicted pack-
age completion delays. 

4.4. Probabilistic Duration Exposure 

The exploratory Monte Carlo simulation provided an additional view of uncer-
tainty at the activity and schedule-grouping levels. Average P80 duration-overrun 
exposure varied across the analyzed schedule groupings. The project-level mile-
stone groupings showed the largest average P80 exposure, at approximately 1.19 
days per simulated activity. Among the intermediate work packages, Work Pack-
age B showed the highest average P80 exposure at approximately 0.57 days per 
activity. Work Packages F and D followed at approximately 0.34 and 0.25 days, 
respectively, while Work Packages E, G, and H showed lower average values. 
These values do not correspond directly with the observed schedule variance. For 
example, Work Package D experienced the largest historical variance even though 
its average activity-level P80 overrun was below that of Work Package B. Similarly, 
Work Package E experienced a 32-day historical variance despite having one of 
the smaller average simulated P80 overruns. 

This divergence is expected given the present stage of the model. The Monte 
Carlo analysis was performed at the activity level using provisional duration dis-
tributions, and uncertainty was not propagated through the complete CPM net-
work. The metric therefore describes relative activity-duration exposure rather 
than predicted package completion delay. 

This result also highlights an important methodological lesson. Schedule risk is 
not determined by duration uncertainty alone. The consequence of a duration 
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change depends on where the affected activity sits within the network, the amount 
of available float, the sequence of downstream work, and the operational con-
straints surrounding that activity. A relatively small duration change on a strate-
gically important activity may have a greater schedule consequence than a larger 
change on an activity with sufficient flexibility. 

For that reason, the Monte Carlo results are treated here as one component of 
the integrated framework rather than as a standalone forecast. 

4.5. Combined Interpretation of the Validation Cases 

Taken together, the baseline CPM indicators, baseline-derived risk signals and 
LLM-assisted interpretations, probabilistic exposure measures, and historical rec-
ords indicate that no single metric adequately explained the observed project out-
comes. (Table 1) 
 

Table 1. Summary of baseline schedule-risk observations identified through LLM-assisted analysis. 

Risk observation Supporting baseline evidence Recommended planner review 

Phase 0 - 1 approval 
interface 

A0034: TF 0, BRI 71; A0073: TF 0, BRI 61; A0115: TF 
0, five incoming cross-WBS relationships 

Review approval sequencing and construction 
readiness requirements. 

Paint-marking 
procurement 

A0046: TF 4, BRI 51; A0085: TF 4, BRI 57; A0128: TF 
4, BRI 49; A0205: TF 0, BRI 46 

Review material lead times, submittal approvals, 
and installation readiness. 

Phase 2B restricted-access 
preparation 

A0294: TF 0, BRI 56, ten outgoing relationships, nine 
cross-WBS; A0292, A0321, A0339: TF 0 

Review barricade sequencing, access release, and 
downstream work coordination. 

Phase 2 - 3 handover 
A1196: TF 0, BRI 59, 24 predecessors, 23 cross-WBS; 

linked activities A1195, A1198, A1197 
Review milestone constraints and phase-

transition dependencies. 

Phase 4 closeout 
A1534: 158-day original duration, TF 0, BRI 51; 

A1590: TF 0, BRI 59 
Review closeout duration, punch-list 
requirements, and completion logic. 

TF = total float (days); BRI = Baseline Risk Index; WBS = work breakdown structure. These are baseline-derived observations, not 
predictions of actual schedule delay. 

 

The baseline-only LLM analysis identified a potential schedule vulnerability in 
Phase 2B involving activity A0294 (installation of lighted barricades, SW3P, and 
make-safe measures). This activity had zero total float, a provisional BRI of 56, 
and ten outgoing schedule relationships, nine of which crossed WBS boundaries. 
Its downstream activities included A0292, A0321, and A0339, each with zero total 
float. Beyond examining individual CPM float values or BRI scores, the LLM in-
terpretation highlighted how restricted-access preparation could become a coor-
dination point affecting multiple downstream work fronts. The planner’s assess-
ment indicated that this LLM observation primarily synthesized information al-
ready available through CPM and BRI analysis, rather than identifying an addi-
tional schedule vulnerability. Its contribution was therefore limited to organizing 
existing risk indicators into a structured planning-review recommendation. No 
independent improvement in risk identification or delay prediction was demon-
strated. 

Work Package E provides a useful example. It contained the greatest concen-
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tration of low-float activities and subsequently finished 32 days later than its base-
line package target. Work Package D combined meaningful low-float and zero-
float exposure and later recorded the largest numerical variance among the vali-
dation cases. Work Package B had the highest zero-float exposure and experienced 
an 11-day delayed opening. 

At the same time, the evidence does not support a simple rule in which greater 
baseline risk exposure inevitably produces greater delay. The substantial-comple-
tion milestone was achieved on target despite underlying schedule exposure, and 
the major closure milestone was achieved earlier than baseline. The results instead 
suggest that baseline vulnerability and realized project delay are related through 
the way risk is absorbed, mitigated, resequenced, or transferred through the 
schedule network. 

The categorical validation cases provide additional context for the baseline risk 
assessment. Work Packages F and G were removed from the project scope, while 
Work Package H experienced deferred mobilization. These outcomes highlight 
project changes that cannot be adequately described by total float alone. Although 
the available records do not establish a direct relationship between the baseline 
risk indicators and these outcomes, they illustrate the relevance of considering 
scope, access, and interface conditions alongside conventional CPM measures. 

Overall, the case study provides preliminary evidence that an LLM-supported 
framework can assist in organizing and interpreting multiple schedule-risk signals 
at the baseline stage. The present analysis does not establish the LLM as an inde-
pendent predictor of schedule delay. Rather, its role is to support interpretation 
of quantitative and contextual baseline information and to direct planner atten-
tion toward areas requiring closer review. Likewise, the BRI should not be treated 
as a direct delay predictor, and the current Monte Carlo outputs should not be 
interpreted as completion-date forecasts. Together, these components provide a 
structured basis for identifying schedule vulnerability and examining where miti-
gation, resequencing, or additional contingency analysis may be appropriate. 

5. Discussion 
5.1. Interpreting Schedule Risk beyond the Final Milestone 

One of the clearest findings from the case study is that project-level completion 
performance does not fully describe what occurred within the schedule. The sub-
stantial-completion milestone was achieved on its baseline target date, yet several 
intermediate work packages experienced delayed openings, sequencing changes, 
deferred mobilization, access limitations, or scope adjustments. A schedule can 
therefore appear successful when viewed only from the final milestone while still 
containing significant internal disruption. 

This distinction matters for risk-informed planning. If schedule performance is 
evaluated only by the final completion date, many early warning signals can be 
overlooked. The present analysis indicates that low-float concentration, zero-float 
exposure, interface conditions, and restricted-access characteristics can reveal ar-
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eas of schedule vulnerability even when the overall project milestone is ultimately 
protected. 

The results also show that traditional CPM indicators should not be interpreted in 
isolation. Work Package E, for example, had no zero-float activities under the pack-
age-level definition used in this study, yet it had the highest concentration of activities 
with only one to five days of float and later experienced a substantial schedule vari-
ance. Conversely, the existence of zero-float activities did not automatically lead to a 
missed project milestone. The practical implication is that schedule risk is better un-
derstood as a combination of network position, available flexibility, operational con-
straints, and the ability of the project team to absorb or mitigate disruption. 

5.2. Role of the LLM in Schedule Planning 

Large language models may support schedule-risk interpretation by organizing 
multiple baseline indicators into coherent planning-review observations rather 
than replacing CPM calculations or professional scheduling judgment. Prior stud-
ies have demonstrated that LLMs can generate activities, interpret schedule infor-
mation, and support interaction with complex project data [4] [12]. The present 
study extends this application toward baseline schedule-risk interpretation. 

The baseline-only LLM analysis generated five observations concerning ap-
proval dependencies, procurement interfaces, restricted-access activities, phase 
transitions, and completion-related dependencies. These observations combined 
activity float, network relationships, and contextual risk indicators to identify ar-
eas potentially requiring closer review. 

However, the planner’s assessment of the representative Phase 2B observation in-
dicated that the LLM primarily synthesized information already available through 
CPM, BRI, and schedule-logic records. Although the resulting explanation provided 
a structured summary of potential access and sequencing concerns, it did not estab-
lish an additional risk beyond conventional schedule analysis. Furthermore, the study 
did not include a controlled CPM/BRI-only comparison or quantitative measures of 
improvement in risk identification or planning efficiency. 

The use of structured schedule data alongside LLM interpretation is consistent 
with previous research on AI-supported engineering applications [12] [13]. In this 
study, the LLM helped organize existing schedule-risk information into observa-
tions that could be reviewed by a planner. However, the findings do not demon-
strate that the LLM identified risks beyond those available through conventional 
CPM and BRI analysis or improved schedule prediction. Further research com-
paring LLM-assisted and conventional planning reviews would be needed to de-
termine whether this approach offers measurable benefits in risk identification, 
review time, or planning decisions. 

5.3. Relationship between the Baseline Risk Index and 
Probabilistic Analysis 

The results also demonstrate why LLM-assisted risk interpretation and Monte 
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Carlo simulation should remain separate but complementary components. The 
Baseline Risk Index (BRI) was intended to represent relative exposure based on 
baseline schedule characteristics. It was not designed as a probability of delay. 
Likewise, the exploratory Monte Carlo outputs represented activity-duration un-
certainty and not the probability that an entire work package or contractual mile-
stone would finish late. The lack of a simple one-to-one relationship between the 
Baseline Risk Index (BRI), P80 exposure, and observed delay should therefore not 
be interpreted as a failure of the framework. Rather, it shows that these measures 
describe different aspects of schedule risk. The LLM-assisted interpretation layer 
helps identify combinations of structural and contextual vulnerability, while prob-
abilistic simulation represents uncertainty in activity duration. The realized pro-
ject outcome is then influenced by CPM logic, available float, mitigation actions, 
resequencing, scope decisions, and field conditions. 

This is particularly visible in Work Packages D and E. Both showed meaningful 
baseline warning signals and later experienced schedule variance, but the magni-
tude of the realized delay did not follow the Baseline Risk Index (BRI) or the ac-
tivity-level Monte Carlo result proportionally. This suggests that the next stage of 
the research should focus less on creating a single combined risk number and 
more on understanding how multiple indicators interact within the CPM net-
work. 

5.4. Implications for Airfield Construction Planning 

Airfield construction is particularly suited to this type of layered analysis because 
operational constraints can influence schedule performance in ways that are not 
fully represented by activity duration alone. Access to a work area may be available 
only during specific operating windows. Work may depend on another contrac-
tor, airport operations, inspection, clearance, or temporary closure. These condi-
tions can create schedule exposure even when the underlying construction activity 
is technically straightforward. 

The categorical validation cases in this study are especially important in this 
regard. Scope removal, deferred mobilization, and interface-driven changes are 
difficult to describe using a simple delay-duration model [15] [16]. Yet they are 
highly relevant to the quality of the original schedule plan. A risk-informed plan-
ning framework should therefore identify not only activities that may take longer 
than expected but also activities whose execution depends on conditions outside 
the direct control of the construction team. 

For practitioners, this suggests a useful planning workflow. A conventional CPM 
schedule can first establish the logical baseline. LLM-assisted interpretation can then 
help screen the schedule for concentrations of operational and interface risk identi-
fied through the baseline indicators and BRI. Probabilistic simulation can be used 
to examine uncertainty in selected activities. The planner can then evaluate whether 
additional float protection, alternative sequencing, earlier approvals, access coordi-
nation, or contingency planning is warranted before work begins. 
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This approach is more practical than treating AI as a replacement for Primavera 
P6 or professional scheduling judgment. The value is in improving the quality of 
the review performed around the schedule [17]-[19]. 

5.5. Study Limitations 

Several limitations should be recognized when interpreting the findings. 
First, the research is based on a single anonymized airfield rehabilitation pro-

ject. The case provides a realistic and operationally complex environment, but the 
results should not be assumed to generalize directly to all airport or construction 
projects. 

Second, the Baseline Risk Index (BRI) used in the current analysis is a provi-
sional research construct. It provides a structured method for comparing baseline 
risk characteristics, but it has not yet been calibrated as a predictive model using 
a large population of completed projects. 

Third, the Monte Carlo analysis presented in this stage is activity-based. Dura-
tion uncertainty was simulated at the activity level, but the sampled durations 
were not propagated through the complete CPM network during each simulation 
iteration. As a result, the current P80 results should not be interpreted as project 
or package completion-date distributions. 

Fourth, the probability distributions used in the exploratory simulation require 
further calibration. Triangular distributions provide a practical starting point 
where detailed historical data are limited, but final probabilistic analysis should 
be supported by project-specific historical data, expert elicitation, or a docu-
mented calibration procedure. 

Finally, the study was limited to nine historical validation cases from a single 
project, including five numerical outcomes, three categorical outcomes, and one 
pending milestone. The small sample and differences in outcome types limit the 
ability to evaluate predictive accuracy. In addition, the LLM analysis was con-
ducted through the ChatGPT interface, where some model settings were unavail-
able, and the risk-feature classifications were based partly on provisional screen-
ing rules. These limitations affect reproducibility and should be considered when 
interpreting the findings. The results are therefore presented as an exploratory 
case-study assessment rather than evidence of a validated predictive model.  

5.6. Practical and Research Significance 

Despite these limitations, the study demonstrates a practical way to position AI 
within established project-controls practice. The framework does not require re-
placing CPM, existing scheduling software, or the scheduler. Instead, it adds a 
reasoning layer that can help identify where additional planning attention may be 
justified. 

The main contribution of this study is a structured approach to reviewing 
schedule risk using information already available during baseline planning. By 
combining CPM indicators, contextual risk features, LLM-assisted interpretation, 
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and exploratory probabilistic analysis, the framework brings different sources of 
schedule information into a common review process. The retrospective compari-
son with historical project outcomes provides an initial assessment of this ap-
proach, although further testing is needed to establish its effectiveness in identi-
fying schedule risks before construction begins. For airfield construction, where 
the consequences of poor sequencing or missed coordination can extend beyond 
construction performance into airport operations, this type of early risk screening 
may be particularly valuable [20]. 

The methodological contribution of this study lies in bringing conventional 
CPM indicators, contextual risk features, LLM-assisted interpretation, and ex-
ploratory probabilistic analysis into a single baseline risk-review process. Rather 
than introducing a new delay-prediction model, the framework uses the LLM to 
organize existing schedule information into traceable observations and practical 
recommendations for planner review. The retrospective comparison with actual 
project outcomes provides an initial examination of how this approach can be ap-
plied to identify localized schedule vulnerabilities. Although the study does not 
establish that LLM-assisted analysis performs better than conventional methods, 
it demonstrates a structured way to incorporate language-model interpretation 
into established scheduling practice without replacing CPM calculations or pro-
fessional judgment. 

6. Conclusions  

This study developed an LLM-augmented framework for risk-informed schedule 
planning in airfield construction by combining CPM information, baseline risk 
features, the Baseline Risk Index, LLM-assisted interpretation, probabilistic sim-
ulation, and historical validation. The purpose was not to use an LLM as a replace-
ment for the scheduler or for established scheduling software. Instead, the lan-
guage model was positioned as an additional reasoning layer that can help plan-
ners interpret combinations of schedule characteristics and recognize areas that 
may deserve closer review before construction progresses. 

The case study showed that schedule vulnerability can exist below the level of 
the final contractual milestone. Although substantial completion was achieved on 
its baseline target date, several intermediate work packages experienced later open-
ings, revised sequencing, deferred mobilization, access or interface constraints, and 
scope changes. Baseline indicators also varied considerably among these packages. 
In particular, concentrations of low- and zero-float activities provided useful evi-
dence of limited schedule flexibility, while contextual features such as restricted 
access and third-party interfaces helped explain risks that could not be described 
by CPM measures alone. 

The comparison between baseline-derived risk signals and LLM-assisted inter-
pretations, exploratory Monte Carlo results, and historical outcomes also showed 
that no single indicator was sufficient to explain schedule performance. A higher 
BRI did not translate directly into a specific number of delay days, and activity-
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level probabilistic exposure did not necessarily correspond to the magnitude of 
later package variance. These findings support the use of the framework as a de-
cision-support method rather than a deterministic delay-prediction model. Its 
practical value lies in directing attention toward vulnerable portions of the sched-
ule so that planners can examine mitigation, alternative sequencing, access coor-
dination, or additional contingency before those risks develop into field problems. 

The present probabilistic analysis should be viewed as an intermediate stage of 
the research. The Monte Carlo simulation was performed at the activity level using 
provisional duration and risk-event assumptions. A stronger next step is to cali-
brate these assumptions using historical project data and expert elicitation and 
then propagate uncertainty through the complete CPM network. This would al-
low the analysis to move from relative activity-level exposure toward defensible 
distributions for work-package and project milestone completion. 

Future research should also test the framework on additional airfield and infra-
structure projects. A larger sample would allow the baseline risk features and BRI 
formulation to be calibrated more rigorously [21]. Another important extension 
is to evaluate the planning-enhancement stage directly by comparing an original 
baseline with an AI-assisted alternative schedule under the same project constraints. 
The alternative could include changes in sequencing, float protection, access plan-
ning, or interface management and then be evaluated through the same probabil-
istic model. Such an experiment would provide stronger evidence of whether LLM-
assisted reasoning can improve schedule resilience rather than simply identify areas 
of risk. 

Overall, this study shows how an LLM can be incorporated into an existing 
CPM-based scheduling process to support the review of baseline risk conditions. 
The LLM helped organize schedule information and identify issues for further ex-
amination, although its added value over conventional CPM and BRI analysis was 
not independently demonstrated. The findings provide a basis for further devel-
opment of the framework, particularly through calibrated probabilistic simula-
tion, network-level schedule analysis, and evaluation across additional construc-
tion projects. 
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