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Abstract

Botnets are spreading fast across the Internet of Things, and that has pushed
defenders toward intrusion detection systems built on deep learning. These
models detect attacks well, but they work as black boxes, which makes it hard
to automate a response in settings where a wrong move is costly. Explainable
Al was supposed to solve the transparency problem, yet it introduced one of
its own: the explanations don’t agree with each other. Run SHAP and Anchors
on the same prediction and you can get two different stories about why the
model flagged it. For an operator who has to act on that prediction, this is not
a minor inconsistencys; it is a real source of doubt. ARX-IoT (Adaptive Re-
solved XAI) was designed to close the gap between an explanation that merely
describes and a decision that has to be made. Rather than treating disagree-
ment between explanations as noise to be smoothed over, the framework reads
it as a signal and feeds it back into a control loop. To do this, it puts two very
different kinds of explanation on the same footing: TimeSHAP, which assigns
each feature a real-valued weight, and Anchors, which produces a binary
yes/no mask. Both are mapped into a shared probabilistic space, so they can
actually be compared. From there, the framework computes an actionability
score that folds together three things: how stable the explanation is over time,
how confident the model is, and a probabilistic veto factor. That veto is the
safeguard: when the two explanations contradict each other badly, it steps in
and pulls back the system’s autonomy instead of letting it act on shaky ground.
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A feedback loop tunes how sensitive the system is to conflict, adjusting via
gradient descent, so that the effect of intervening stays close to a chosen target.
We tested ARX-IoT with an attention-based LSTM detector and ran it 103
times on two datasets, CICI0T2023 and TON_IoT. Detection held up through-
out, with accuracy above 0.96 on both (see Table 1 for the full per-metric
breakdown). The explanations, meanwhile, diverged in a consistent, structural
way: the total variation distance reached 0.5382 on CICIoT2023. The ablation
study is where the veto earns its place: switching it on cut the risk of a wrong
mitigation decision by 26.7% on CICIoT2023 and 10.8% on TON_IoT com-
pared with a system left unregulated, and the size of that improvement tracked
how close the observed conflict sat to the critical veto threshold. In short,
ARX-IoT works as a transparent safety filter: it catches the risky calls without
touching the detection performance the underlying model already delivers.

Keywords

Actionability, Causally-Inspired Veto, Closed-Loop Control, Explainable
Artificial Intelligence, Explanatory Conflicts

1. Introduction

The rapid expansion of the Internet of Things (IoT) has reshaped the cybersecu-
rity threat landscape, placing botnets at the center of many modern attack strate-
gies. Faced with this growing complexity, Deep Learning-based Intrusion Detec-
tion Systems (IDSs) have become essential tools for identifying sophisticated at-
tack patterns [1]. However, their black-box nature [1] [2] limits their adoption in
critical environments, where every security decision must be explainable, tracea-
ble, and defensible.

Against this backdrop, Explainable Artificial Intelligence (XAI) has helped make
machine learning models more transparent. This progress has, however, revealed
a deeper problem: explanation methods often disagree with one another. Recent
work highlights the inherent instability of explanations produced by XAI algo-
rithms. Kumar and Thing [3] found that XAI explanations conflict across most of
the IoT NIDS models they examined, confirming that widely used methods such
as SHAP and LIME can yield divergent interpretations of the same instance. Such
disagreement creates substantial uncertainty for security operators who must act on
the resulting predictions.

This instability is more than a theoretical concern; it can become a systemic weak-
ness. An inconsistent explanation may reduce a system’s overall robustness against
adversarial attacks [1]. Moreover, a lack of temporal consistency, which is particu-
larly important in high-velocity IoT traffic, can trigger unstable defensive re-
sponses and undermine the reliability of protection mechanisms [4].

Several lines of research have therefore attempted to reduce the gaps between

explanation methods. A first group aims to establish explanatory consensus. EX-
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AGREE [5] selects, a priori, the models whose explanations best align with a given
stakeholder through Stakeholder-Machine Agreement, whereas Consensus Im-
portance [6] combines explanations from several XAI methods using fidelity-based
weights. Although these approaches improve overall consistency, they act mainly
before or after explanation generation and leave the operational decision-making
process unchanged.

A second group seeks to transform explanations into concrete actions. An ex-
planation becomes genuinely useful when it is actionable, that is, when it can drive
areliable, consistent, and deterministic response [7]. In this direction, XAI4C [8]
uses SHAP values to identify operational conflicts in O-RAN networks, while the
framework proposed by Morrison et al [9] incorporates XAl explanations into the
cybersecurity decision-making process. These studies demonstrate the value of link-
ing explanations to actions; nevertheless, they generally assume that the explana-
tions are consistent and do not account for disagreements among multiple expla-
nation methods.

The literature thus reveals a persistent gap between theoretical explainability
and operational actionability in IoT intrusion detection. The explanatory conflicts
observed in IoT NIDSs [3], together with recent critical evaluations of XAI meth-
ods [10] [11], suggest that current approaches still lack sufficient stability, con-
sistency, and regulatory control. In this work, we refer to this phenomenon as
explanatory conflict and treat it as a major source of uncertainty in automated
decision-making.

More specifically, existing approaches do not simultaneously provide: 1) a for-
mal method for quantifying conflict across multiple XAI methods, 2) an online de-
cision-regulation mechanism driven by that conflict, and 3) decisions that adapt
to the temporal evolution of IoT traffic. To address these limitations, we propose
ARX-I0T, a decision-regulation framework built around explanatory conflict anal-
ysis. Unlike prior work, ARX-IoT neither selects a single explanation nor forces a
simple consensus. Instead, it treats explanatory conflict as a decision signal and in-
corporates it into an adaptive closed-loop feedback mechanism.

The main contributions of this work are threefold:

1) ARX-IoT formally quantifies the conflict between TimeSHAP [12] and Anchors
[13] using the total variation distance D (t) and the conflict coefficient C (t) , ra-
ther than relying only on the global agreement or correlation measures used by
EXAGREE [5] and Consensus Importance [6].

2) ARX-IoT introduces an online decision-regulation mechanism based on a
closed-loop architecture. Rather than selecting a model a priori, as EXAGREE [5]
does, or aggregating explanations a posteriori, as in Consensus Importance [6],
ARX-IoT applies a regulation factor F(t ) and continuously adjusts the sensitiv-
ity parameter [ (t) according to the conflict observed at each time step. This mech-
anism enables the system to adapt to changes in IoT traffic, whereas earlier ap-
proaches remain largely static.

3) The framework is experimentally validated for IoT cybersecurity on the
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TON_IoT and CICIoT2023 datasets. The results show that explicitly accounting
for explanatory conflict reduces the risk of inappropriate mitigation decisions while
strengthening the robustness of the overall decision-making process.

In summary, EXAGREE transforms disagreement into a model-selection crite-
rion, Consensus Importance uses it as an aggregation mechanism, and XAI4C ap-
plies XAI to operational conflict detection. By contrast, ARX-IoT treats explan-
atory conflict as a decision-regulation signal that dynamically adjusts the system’s
level of automation according to explanatory uncertainty, without requiring prior

model selection or continuous human intervention.

2. Related Work

2.1. Conflicts among Explainability Methods: An Emerging
Problem

The adoption of Explainable Artificial Intelligence (XAI) in Intrusion Detection
Systems (IDSs) has grown substantially to improve the transparency of deep learn-
ing models used in cybersecurity. Recent literature reviews show that XAI meth-
ods are increasingly integrated into IDSs to improve decision interpretability,
strengthen analysts’ trust, and facilitate the validation of security alerts [14] [15].
Widely used methods, including SHAP, LIME, and Anchors, provide local or global
explanations that help identify the features influencing model decisions.

However, several recent studies show that different XAI methods can produce
substantially different explanations for the same prediction, thereby raising con-
cerns about the reliability of the resulting interpretations [3] [6] [16] [17]. In par-
ticular, Kumar and Thing [3] show that leading explainability methods used in
deep learning-based IDSs frequently disagree and may produce conflicting expla-
nations for the same network attack.

This phenomenon, commonly referred to as disagreement among XAI methods,
arises primarily from fundamental differences between explanation paradigms.
Attribution-based methods, such as SHAP, estimate the contribution of each fea-
ture to a model decision, whereas rule-based methods, such as Anchors, identify
sufficient logical conditions that locally explain a prediction. Because these ap-
proaches rely on different explanatory principles, they may naturally produce di-
vergent interpretations, particularly in intrusion detection systems characterized
by highly nonlinear relationships among features [3] [11] [17].

Beyond being an interpretability issue, this divergence may reduce confidence
in automated decisions, complicate the validation of security alerts, and directly

affect the quality of decisions made by human operators [6] [9] [17].

2.2, State of the Art in Conflict-Resolution Approaches

In response to this problem, several families of approaches have been proposed to
reduce or characterize conflicts among explainability methods.
A first family seeks to measure or establish consensus among multiple XAI meth-

ods. EXAGREE [5] selects models whose explanations exhibit the highest agree-
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ment with stakeholder expectations, whereas Consensus Importance [6] provides
a global agreement measure across multiple explainability methods by aggregating
their contributions according to their fidelity. Similarly, Stow [17] proposes a meas-
ure of disagreement between SHAP and LIME, while Dib and Capus [11] clarify
the conceptual distinctions among different families of XAI methods. Although
these approaches improve the analysis and characterization of explanatory diver-
gence, they remain primarily focused on measuring or aggregating explanations
and do not directly intervene in the decision-making process.

A second family of studies aims to make explanations more actionable. Singh
et al. [7] show that an explanation acquires practical value when it can guide a
concrete and usable decision. In this context, XAI4C [8] uses SHAP values to iden-
tify operational conflicts in O-RAN networks, while Morrison et al [9] demon-
strate that imperfections in XAI explanations can directly affect the quality of hu-
man decisions.

In parallel, several XAI frameworks have been developed for IDSs and IoT en-
vironments. Wang et al. [18] were among the first to integrate SHAP into an ex-
plainable intrusion detection system. Subsequently, Arreche et al. [15] proposed
a comprehensive framework for comparing multiple XAI methods applied to IDSs,
while Sharma et a/ [2] and Saied and Guirguis [19] demonstrated the value of
explainable approaches for understanding IoT attacks and botnets. More recently,
Kumar and Thing [3] confirmed that disagreement among XAI methods has be-
come a significant challenge for deep learning-based IDSs.

Another line of research uses rule extraction to transform model explanations
into directly actionable knowledge. Studies by Uccello et al [20] [21], Li et al [22],
and Ables et al. [23] show that rules derived from machine learning models can
be integrated into IDSs or Security Information and Event Management (SIEM)
platforms to improve interpretability and facilitate the operational deployment of

detection systems.

2.3. Identified Research Gaps

The literature still leaves several gaps unresolved.

First, although disagreement among XAI methods is increasingly recognized
[3] [6] [17], existing studies mainly focus on comparison metrics or explanation
aggregation. To the best of our knowledge, no existing approach specifically quan-
tifies the conflict between a temporal attribution method such as TimeSHAP and
arule-based method such as Anchors within a unified decision-oriented frame-
work.

Second, current frameworks generally treat explanations as an endpoint of
the interpretability process. Information produced by XAI methods is primarily
used to interpret model decisions rather than as a decision-regulation signal ca-
pable of automatically adapting system behavior to explanatory uncertainty [8]
(9] [15].

Third, most existing approaches remain essentially static. They do not explicitly
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account for the dynamic nature of IoT traffic, which is characterized by substan-
tial temporal variability, nor for the evolution of explanatory conflict over time
[19] [24].

2.4. Positioning of ARX-IoT

To address these limitations, we propose ARX-IoT, a decision-regulation frame-
work based on explanatory conflict analysis.

Unlike existing approaches, ARX-IoT neither seeks to select a single explanation
nor attempts to construct a simple consensus among multiple methods. Instead,
the framework treats explanatory conflict as decision-relevant information that is
incorporated into an adaptive feedback loop.

More specifically, ARX-IoT provides three main contributions: 1) a formal quan-
tification of divergences between TimeSHAP and Anchors using a distance-based
measure and a conflict coefficient; 2) a dynamic regulation mechanism based on
a veto factor and continuous adaptation of system sensitivity according to the ob-
served conflicts; and 3) an experimental validation on the CICI0T2023 and TON_IoT
datasets, showing that explicitly exploiting explanatory conflicts improves the ro-
bustness of the decision-making process and reduces the risk of inappropriate re-
sponses.

Thus, whereas EXAGREE [5] seeks to select the most consensual models, Con-
sensus Importance [6] aggregates multiple explanations, and XAI4C [8] detects
operational conflicts, ARX-IoT transforms explanatory conflict itself into a deci-
sion-regulation signal capable of dynamically adjusting the automation level of an
IDS according to explanatory uncertainty.

3. Methodology

Let X, bea vector of network features observed at time 7,andlet Y, e {0,1}
be the target variable representing normal traffic and a cyber-attack, respectively.

An intrusion detection model (IDS) learns a prediction function such that:
Py =11X,)= £(X,). )

To locally explain the model’s decisions when facing streaming data, two comple-

mentary post-hoc explainability methods are executed in parallel:

o An additive method (of the SHAP type), producing a signed attribution vector
¢ eR’.

o Alocal rule-based method (of the Anchors type), generating a set of local ac-
tivation predicates 4, .

The objective is to project these heterogeneous descriptors into a common prob-
abilistic representation space in order to quantify their structural disagreement,
evaluate their joint temporal stability, and use this diagnostic signal as a control
variable for regulating cyber mitigation policies.

3.1. Probabilistic Representation and Alignment of Explanations

To enable the auditing and alignment of explanatory outputs of different natures,
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the additive attributions and local rules are transformed into normalized weight
vectors within the probabilistic simplex. This process measures the alignment of
the distribution of relative feature importance, independently of their full seman-
tic fidelity (such as sign or intrinsic entropy).

Additive vector (weights ©*) (¢)). To isolate the local importance mass allo-
cated to each variable, we project the absolute value of the additive contributions.
This transformation abstracts away from the directional sign of the impact to fo-
cus on the raw structural importance:

o ()= 8O @)
Zj:l|¢f (t)| te

where ¢ >0 isa regularization constant preventing any division by zero.
Predicate-enriched local rule (weights aJ[.(‘”) (t) ). To avoid semantic compres-
sion whereby each variable in the rule would receive an identical mass, we decom-
pose the quality of the rule at the level of each local condition. Let pfA) (t) bethe
continuous importance score of feature i.If i is engaged in a predicate of rule
4,, its contribution integrates the overall precision of the rule Prec(A[) , its cov-

erage COV(A, ) , as well as a local confidence factor c; (t) specific to the variable’s

activation interval:
pfA) (1)=I(ie4, )[WPrec “Prec(4, )+ we,, -Cov (4, )] ¢ (1) (3)

where H() is the membership indicator function, and Wy, W, € [0,1] are
the arbitration weights for the rule properties. These enriched scores are then pro-

jected into the simplex:

()= = 4
S e ?

The arbitration weights are set to w;,,,. =0.7 and w,, = 0.3, emphasizing the
local reliability of an activated predicate over its breadth of coverage, consistent
with the risk-averse use of the actionability score in a security context. Rules are
generated by Anchors [13] under a minimum precision constraint
Prec (At ) 2 Tanchor » With 74,0, = 0.95, estimated via perturbation sampling with
a beam width of 5 and a per-candidate sample budget of 500 perturbed instances.
The local confidence factor c; (t) is defined as a decreasing function of the rela-
tive width of the activation interval of variable ; within the predicate of 4,:

¢ (t)=1

range of predicate i in 4,

empirical range of variable 7 in the training partition

so that narrower, more discriminative activation intervals receive higher confidence.
When Anchors fails to produce a rule satisfying 7,,.,.,, within the sampling budget,
pfA) (t)=0 forall variables (Le, H(i € A,) =0 forevery i), which, after normal-
ization via Equation (4), reduces to a uniform distribution regularized by & . The

frequency of this fallback is reported in Section 4.3.
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3.2. Quantification of Inter-Explanation Conflict

The inter-explanatory disagreement is treated here as a diagnostic signal of oper-
ational caution rather than mere modeling noise. We capture how far apart the
two importance distributions sit, mass-wise, using the Total Variation Distance
(TVD), which we picked for staying bounded and offering a clear geometric read-
ing:

14
13

D(1) =52 [ol” (1)-a" (1) 5)
i=1
The distance D(t) € [0, 1] captures the largest gap in probability the two meth-
ods assign to any feature. To translate this divergence into a nonlinear indicator

highly sensitive to strong structural oppositions, we formulate the conflict coeffi-
cient C (t) :

C(t)=1-exp[ A, (t)-D(¢)] (6)

where [, (t) represents the dynamically updated sensitivity parameter (see
Section 3.9).

3.3. Conflict-Based Regulation Mechanism

To moderate the system’s autonomy in the presence of highly contradictory expla-

nations, a regulation factor I' (t) is introduced:
ORI )

where A is a scale parameter that controls the strength of the exponential pen-
alty applied to explanatory conflict. This factor decreases exponentially as explan-
atory conflict increases. Rather than being tuned independently for each dataset,
A istreated as a fixed hyperparameter of the framework: an independent grid
search conducted on each dataset (Section 4.4) converges to the same optimal
value, 1=0.5, on both CICI0oT2023 and TON_IoT, which is retained as the sin-
gle operating value throughout this study.

3.4. Joint Temporal Stability of Explanations

The robustness of a streaming IDS system depends on the temporal coherence of
the attribution-rule pair. We therefore measure stability not solely on the average
amplitude of ¢, but on the joint semantic continuity through a dual metric over
a sliding window 7:

o The directional stability of additive attributions via the temporal cosine dis-

tance:

_ ¢t '¢t—1
(AN

o The stability of the disagreement profile via the sliding variance of the D(t)

dcos (¢t > ¢t—l ) = 1 (8)

time series.
The overall structural temporal stability S (t) is then the product of these two

regularity components:
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() 9)

_ 1
1+ Var,

1
ke[t~ (dcos (¢k > ¢k—1 ))] {l + Varke[t,—rr] (D(k))J

3.5. Local Agreement Score

The degree of immediate convergence between the additive method and the rule-
based method is quantified by the local agreement score G (t) , the direct comple-

ment of the total variation distance:

G(1)=1-D(¢) (10)

3.6. Augmented Actionability Score

The augmented actionability score A(t) is defined as a composite operational
decision score. It synthesizes the overall confidence granted to the system state
and is empirically calibrated on a validation set. Unlike the local agreement score
G(t) (Equation (10)), which captures instantaneous convergence between the
two explanation methods, 4 (t) integrates the model’s own predictive confidence
Co(l‘) , defined as the mean of the maximum softmax probability assigned by the
LSTM classifier over the evaluation window. This choice reflects the fact that ac-
tionability should also reward high classifier certainty, not solely inter-explanation

convergence:
A(t)=wS(1)+wI ()+w,Co(¢) (11)
under the standard convex combination constraints:

23 w,=1 and w, 20

m=1""m

A grid search over (w1 ,wz,w3) was conducted independently on each dataset
(Section 4.4); both searches identify (Wl,wz,w3 )= (0.8,0.1,0.1) as the statisti-
cally optimal configuration. To keep the contributions of temporal stability, con-
flict regulation, and model confidence balanced and easy to read, and to hold on
to a single operating point that doesn’t depend on the dataset, we keep the setting
(wl, Wy, W3) = (0.1,0.2,0.7) throughout the framework, applying it the same way
to both datasets.

3.7. Sequential and Graduated Decision Policy

Given the demands of IoT network management, where human intervention needs
to be kept to what is strictly necessary, the composite score 4 (t) feeds into a three-

level graduated decision policy:

Automatic mitigation, if A(t)>7 and C(t)<C,,,

7Z'(A(l)) =< Alert & human inspection, if 7, < A(t) <7, and C(t) < Clx
Veto/suspension of action, if 4(¢)<7z, or C(¢)>C,,,

where 7, =0.80 and 7, =0.60 are the operational actionability thresholds set to
match the security administrator’s appetite for risk,and C,,, =0.60 marks the

hard critical-conflict ceiling past which any automated action is blocked outright,
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no matter what A(t) says.

3.8. Causal Regulation Framework under Uncertainty and
Interventional Heuristic

In industrial IoT environments, a complete and verifiable Structural Causal Model
(SCM) is generally unavailable during real-time operation. Consequently, interven-
tion effects cannot be formally identified using Pearl’s do-calculus. In ARX-IoT,
the causal formalism is therefore used as a conceptual framework for interven-
tional reasoning under diagnostic uncertainty rather than as a strict causal iden-
tification model.

The impact of a mitigation action 7, is not modeled as a pure causal effect,
but as an operational heuristic for risk reduction indexed on the level of XAI con-
flict. Let y, be the historical nominal effectiveness of automatic action a. The

expected mitigation effect AP(t) is weighted by explanatory uncertainty:
AP(t)~y,-(1-C(1)) (12)

Consequently, the post-intervention residual risk probability is estimated for

algorithmic decision steering as:
ﬁ;zost (Yt’:1|Xtd0(7[f)):f(Xt)_}/d (I_C(t)) (13)

This formulation establishes a direct relationship between the actuator’s risk
tolerance and the clarity of the underlying explanations. Higher explanatory con-
flict reduces the expected effectiveness of automatic mitigation, whereas greater
explanatory agreement increases confidence in autonomous intervention deci-

sions.

3.9. Online Adaptation of the Conflict Parameter

To dynamically adapt the system’s sensitivity to fluctuations in streaming IoT data,
ARX-IoT updates the conflict sensitivity parameter online through a differenti-
able optimization process. We define an online loss function £, that quantifies the
instantaneous regulation objective.

To guarantee the strict positivity of the sensitivity parameter f, and improve
optimization stability, we introduce an unconstrained latent control variable u, .

The parameter J, is obtained through a Softplus transformation of u,:
P (1) =1n (1 +e ) = softplus(u, ) (14)

This parametrization ensures that £, >0 for all optimization steps while avoid-
ing numerical instabilities associated with constrained optimization.
The latent variable is updated at each time step using a gradient descent rule:

Uiy :”z—ﬂ—t (15)

Ou,

Applying the chain rule yields the gradient in the unconstrained optimization

space
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oL or
Pt ey 16
2~ op, ) (1o

where O'() is the sigmoid function. This parametrization guarantees the abso-
lute positivity of S (t) while improving the numerical stability of online ad-
aptation. The convergence and dynamic regret properties remain subject to the
choice of 77, the regularity of the loss function £, as well as the local stationarity
of data drift.

The online loss function is a quadratic tracking objective, L, = (AP(I) - 9)2 ,
where 6 =0.02 is the target causal effect of mitigation actions (previously shown
only graphically in the feedback-loop convergence plots of Section 4.7). The con-
troller uses a learning rate 7 (0.01), with the latent sensitivity variable initialized
sothat f(0)=1.0 onTON_IoTand A, (0)=1.5 on CICI0oT2023, reflect-
ing dataset-specific prior calibration of conflict sensitivity. The update rule of Equa-
tion (15) is applied once per evaluation round (Ze., once per sliding-window batch
processed by the feedback loop), producing 30-iteration convergence trajectories
that are analyzed later in Section 4.7. All controller parameters (77, 6, .. (0)),
the actionability weights ( w;, w,,w; ), and the regulation scale A1 were selected
exclusively on the validation partition and frozen before test-set evaluation, with

no further adjustment.

3.10. Overall System Objective

The framework aims to maximize the effective mitigation of network threats in a
streaming setting, under an explicit constraint of explanatory coherence and clar-

ity, where C

max

represents the critical conflict threshold beyond which no auto-

mation is tolerated by the security policy.

3.11. Experimental Setup

The experimental protocol was designed to validate the fundamental hypotheses
of the ARX-IoT framework presented in the previous section. The main objective
is to demonstrate that the proposed framework not only enables the production
of robust decisions but also explicitly accounts for disagreements between explain-
ability methods in heterogeneous IoT environments. In this context, four comple-
mentary objectives are defined.

(O1) Quantification of Explanatory Divergences. Inter-explanatory divergences
between XAI methods must be explicitly measured in order to characterize their
level of disagreement and assess their impact on the decision-making process. This
objective constitutes the foundation of the ARX-IoT framework, insofar as the quan-
tification of explanatory conflict represents the central mechanism upon which de-
cision regulation is based.

(02) Superiority of Joint Optimization. The simultaneous optimization of
temporal stability, explanatory coherence, and model confidence, through the ac-
tionability score A(t) , must lead to more robust and reliable decisions than op-

timization based on a single criterion. This objective aims to demonstrate the rel-
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evance of the multi-dimensional integration of explanatory signals within a uni-
fied framework.

(0O3) Generalization of Conflict-Based Regulation. The benefits provided
by the regulation mechanism F(t) and the dynamic adaptation of the param-
eter S, mustbe maintained from the validation set to the test set, across het-
erogeneous datasets. This objective verifies the framework’s ability to generalize
its behavior under unseen conditions, while adapting to varied traffic environ-
ments.

(O4) Optimality and Stability of Regulation Parameters. The regulation hy-
perparameters ( p, k) arerespectively identical to the regulation scale parameter
A of Equation (7) and the conflict sensitivity S of Equation (6),sothat p=41
and k= [, as well as the weights of the actionability score (W1 s Wy, Wy ) , must ad-
mit optimal values that maximize A4 (t) , while maintaining a satisfactory level of
local precision. These optima also need to hold steady as traffic conditions shift,

which is what keeps the framework robust in dynamic IoT environments.

3.12. Experimental Datasets and Protocol

TON_IoT. The TON_IoT [25] dataset is one of the richest benchmarks around
for evaluating intrusion detection systems in IoT settings. It pulls together several
different sources (network flows, system logs, IoT sensor readings) and covers a
broad mix of attacks: botnets (Mirai, Gafgyt), denial of service, scanning, and in-
jection. Its high temporal variability makes it a solid basis for studying how stable
explanations are. That said, it comes with built-in noise, imbalanced classes, and
some missing values, which is exactly what you’d expect from conditions close to
a real operational environment.

CICI0T2023. The CICIoT2023 [26] dataset, put together by the Canadian In-
stitute for Cybersecurity, gives you a more controlled but still realistic environ-
ment, and it brings in the main families of today’s botnets. It stands out for its
stable temporal structure, carefully labelled attack classes, strong compatibility
with deep learning pipelines, and enough data to support robust statistical evalu-
ation.

There are still a few caveats to keep in mind, chiefly some redundancy between
classes and the fairly controlled nature of the traffic, which doesn’t fully capture
real adversarial conditions. These aspects are incorporated into the comparative
interpretation of the results.

Protocol. For both datasets, raw network flows were transformed into session-
level time sequences in order to preserve the intrinsic dynamics of IoT traffic.
Non-generalizable identifiers (IP addresses, ports, timestamps, and protocol fields)
were removed. Missing values were imputed by the median (numerical variables)
and by the mode (categorical variables). Categorical variables were encoded via
one-hot encoding, and continuous variables were normalized using a Standard-
Scaler; all these estimators were fitted exclusively on the training partition in order

to prevent any data leakage. To prevent temporal leakage between partitions, the
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train/validation/test split is now performed prior to sliding-window construction,
rather than by direct random stratification over already-constructed, overlapping
windows. The raw traffic for each dataset is first partitioned into non-overlapping
chronological blocks (session-level groups for TON_IoT, given its heterogeneous
multi-source structure, and capture-ordered chronological segments for CI-
ClI0T2023). These blocks are assigned to the training (60%), validation (20%), and
test (20%) partitions, with stratification by attack class applied within each parti-
tion rather than across partition boundaries. Sliding windows of size w=10 are
then constructed independently within each block, ensuring that no individual
flow is shared between a training window and a test window. This eliminates the
risk, inherent to post-hoc stratification of overlapping sliding windows, of placing
near-identical sequences on both sides of the train/test boundary. Class imbalance
within each partition continues to be addressed through class-weighted learning
as previously described. All 103 independent runs will be re-executed under this
corrected protocol, with the same random seeds (42) for NumPy, TensorFlow,
and the Anchors sampling procedure, and the updated results (Tables 1-6) will
replace those currently reported, together with an explicit discussion of the mag-
nitude of the correction relative to the original protocol. Beyond this stratified par-
titioning, class imbalance was further addressed during model training through
class-weighted learning. Specifically, on both datasets we trained the Random For-
est baseline with scikit-learn’s balanced class-weight heuristic, which sets weights
inversely to how often each class shows up in the training set. In the same spirit,
for the LSTM model we fed balanced class weights derived from the training par-
tition into the optimization through TensorFlow’s class_weight mechanism, again
for both CICI0oT2023 and TON_IoT. Keeping the training protocol the same this
way means class imbalance is handled consistently across the two datasets, all while
we hold on to the stratified train/validation/test split.

We repeated each experimental configuration 103 times, each with an independ-
ent random initialization of the LSTM weights and the Anchors sampling proce-
dure, fixing the random seeds at 42 for NumPy, TensorFlow, and the sampling
routines. We didn’t pick this number of repetitions up front; it came out of the
experiments: early trials showed non-negligible run-to-run swings in the actiona-
bility score, driven by the random weight initialization and the sampling-based na-
ture of Anchors, so we kept adding independent runs until the running mean and
standard deviation of the actionability score settled down—that is, until extra runs
no longer moved these statistics in any meaningful way. The figures reported in
Table 4 and Table 5 are the averages over those 103 runs.

The ARX-IoT framework is evaluated on the CICI0T2023 and TON_IoT datasets
using a two-layer LSTM detection model with an attention mechanism, compared
against two baseline models (Random Forest and logistic regression). Explana-
tions are generated jointly by TimeSHAP (additive method, vector ¢,) and An-
chors (binary mask 4, ), in accordance with the probabilistic representation in-

troduced in Section 3.1.
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4. Results and Discussion

4.1. Detection Performance

Table 1 reports the classification performance of the three evaluated models on both

datasets.

Table 1. Detection performance on CICI0T2023 and TON_IoT.

Dataset Model Accuracy Precision Recall F1-Score AUC
LSTM 0.978 + 0.004 0.975 + 0.005 0.981 + 0.004 0.978 +0.004 0.991 + 0.003
CICIoT2023 Random Forest 0.982 +0.003 0.979 + 0.004 0.985 +0.003 0.982 +0.003 0.994 + 0.002
Logistic Regression  0.924 + 0.007 0.918 +0.008 0.929 + 0.006 0.923 +0.007 0.958 + 0.005
LSTM 0.961 + 0.006 0.957 +0.007 0.965 + 0.005 0.961 = 0.006 0.983 +0.004
TON_IoT Random Forest 0.965 + 0.005 0.961 + 0.006 0.968 + 0.005 0.964 + 0.005 0.986 +0.003
Logistic Regression  0.908 * 0.008 0.899 + 0.009 0.915 + 0.008 0.907 +0.008 0.942 + 0.006

The LSTM and Random Forest models achieve close detection performance in
absolute terms, both markedly higher than logistic regression, whose linear nature
limits its ability to model the complex behavior of IoT botnets. However, given
the low standard deviations obtained over 103 independent runs, this proximity
should not be read as statistical equivalence: on every metric and on both datasets,
the 95% confidence intervals ( mean +1.96 SD/ J103 ) of Random Forest and LSTM
do not overlap (e.g., accuracy on CICI0oT2023: LSTM [0.9772, 0.9788] vs. RF [0.9814,
0.9826]), so that Random Forest is statistically significantly better than the LSTM
on raw detection performance on both datasets. This difference is nonetheless small
in absolute terms (<0.4 percentage points on accuracy).

Despite Random Forest’s small but statistically significant edge in raw detection
performance, the LSTM was retained as the reference model for the ARX-IoT frame-
work. This choice isn’t about raw detection accuracy; it comes down to architec-
ture. The LSTM’s knack for capturing the temporal dependencies in network flows
is what lets us pick up on the sequential behavior of botnets and, just as importantly,
produce the temporal, sequence-level explanations that TimeSHAP needs some-

thing a static model like Random Forest simply can’t deliver.

4.2. Learning Convergence

To build statistical confidence and rein in the sampling variability running through
the experimental pipeline, we measured the baseline performance over 103 inde-
pendent Monte Carlo sub-sampling runs, each with a different random seed. Ta-
ble 1 gives the empirical mean and standard deviation (Mean + SD) for three rep-
resentative classifiers that span traditional linear modeling, tree-based ensembles,
and a recurrent deep learning architecture: Logistic Regression, Random Forest,
and LSTM. On both datasets, the standard deviations stay low (SD < 0.009 ), which
confirms how stable the baseline predictions are before we bring in the explana-

tory frameworks.
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Figure 1. (a) LSTM loss on CICIoT2023. (b) LSTM accuracy on CICIoT2023. (¢) LSTM
accuracy on TON_IoT. (d) LSTM loss on TON_IoT.

In particular, the accuracy and loss curves of the LSTM model (Figure 1) show
stable convergence with no marked sign of overfitting, the validation curves closely
track the training curves up to the early-stopping criterion. This behavior validates
the robustness of the deep learning architecture’s internal representations across

iterations.

4.3. Probabilistic Representation of Explanations

In accordance with the formulation introduced in Section 3.1, the contributions
of TimeSHAP ( @, ) and the Anchors rules ( b, ) are projected onto a common space
of normalized weights. Figure 2 illustrates this representation for a representative
instance of the CICIoT2023 test set: the feature IAT (Inter-Arrival Time) dominates
the importance assigned by TimeSHAP (=0.19), whereas Anchors distributes its
binary mask almost uniformly across a structurally different subset of features (in-
cluding syn_count, urg_count, and ICMP, which are absent from TimeSHAP’s pri-
orities). This flagrant structural divergence between the two representations con-
stitutes the empirical basis of the quantified conflict (D(t),C (t)) presented in
the following subsection.

Figures 2(c)-(d) reproduce this analysis for the TON_IoT dataset. A similar
structure is observed: type_normal concentrates nearly all of the TimeSHAP
importance (=0.60), whereas Anchors distributes its mask almost uniformly
across the available features, notably including the source-address variables
(src_ip_192.168.1.x) and attack-type variables (type_ddos, type_dos, type_injec-
tion). This convergence of behavior across the two datasets confirms that the struc-
tural divergence between additive and symbolic methods is a general property of

the framework, independent of the dataset.
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Figure 2. (a) TimeSHAP feature-importance distribution on CICIoT2023. (b) Anchors feature-importance
distribution on CICIoT2023. (c) TimeSHAP feature-importance distribution on TON_IoT. (d) Anchors
feature-importance distribution on TON_IoT.
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4.4. Hyperparameter Selection

Hyperparameter selection is a critical step of the ARX-IoT framework, since the
parameters governing the regulation mechanism directly influence the system’s
ability to identify, weight, and process the divergences between TimeSHAP and
Anchors explanations.

The optimized parameters are defined by the weight vector © = {w;,w,,w,}
of Equation (11), subject to Z[Wi =1. This grid search is conducted inde-
pendently of the regulation scale parameter A introduced in Equation (7). An
independent grid search over A4 (Section 4.4, below) converges to the same
value, A4 =0.5,onboth CICIoT2023 and TON_IoT; this value is retained as fixed
rather than re-tuned jointly with (w;,w,,w, ), which reduces the dimensional-
ity of the hyperparameter search and facilitates a direct and interpretable com-
parison of the weighting configurations. Table 2 lists the five best configurations
of (wl Wy, Wy ) that came out of the grid search, which we ran separately for each
dataset.

To pin down the best configuration, we pair an exhaustive grid search with a
sensitivity analysis. We judge each candidate configuration @ against a criterion
that blends the overall quality of the explanatory decisions with how stable they
stay under experimental variation. The optimization problem takes the form of the

following objective function:
m;,lx[Amean (P) - ﬂAstd (P):|

where A, (P) isthe mean value of the actionability score obtained for config-
uration P, while A, (P) measures the dispersion (standard deviation) of this
score across evaluations.
The coefficient S controls the trade-off between maximizing actionability and
reducing instability. In this study, we set:
p£=0.5.

which corresponds to a moderate variance penalty, chosen to avoid selecting con-
figurations with high mean actionability that nonetheless exhibit unstable or highly
data-sensitive explanatory behavior.

The retained optimal configuration P° = {w,* W, w;} (with 1=0.5 fixed, see

Equation (7)) is therefore the one satisfying:
P = argmax [ Apean (P)—0.54,,(P)]- (17)

The five best configurations obtained under this criterion are reported in Table
2, separately for each dataset. Both grid searches converge to the same optimum,
(W, Wy, w3 ) =(0.8,0.1,0.1) ; for the reasons discussed above, the framework none-
theless retains (wl Wy, Wy ) = (0. 1,0.2, 0.7) as a single dataset-independent config-
uration. Comparing the top-5 configurations also makes it possible to assess the
sensitivity of the framework to variations in w,, w,,w;, further reinforcing the ex-
perimental validation of the proposed approach.

The global optimum, (0.8,0.1,0.1) , is identical for both datasets under the
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Score criterion of Equation (17). It is not adopted as the deployed configuration;
(0.1,0.2,0.7) isretained instead as a design choice (Section 4.4), prioritizing Co (¢)
and I'(7) overraw S(t).Thisconfigurationisn’t part of Table 2 grid, so it can’t
be lined up against its top-5 ranking; its own (4,.,,, 4,4, Score) values appear in
the corrected table note below.

To quantify the actionability trade-off, the statistically optimal configuration
(0.8,0.1,0.1) achieves A4, =0.9230 on CICIoT2023and 4, =0.9602 on
TON_IoT. The retained configuration (0.1,0.2,0.7) achieves A4, =0.9334 on
CICIoT2023 and 4, =0.9029 on TON_IoT. So, the configuration we kept

buys a +0.0104 gain on CICIoT2023 while costing 0.0573 on TON_IoT (around

6.0% in relative terms). We took this lopsided trade-off on purpose, in return for

can

a single, interpretable, dataset-independent configuration that we can apply the

same way across datasets.

Table 2. Top-5 (W1 S Wy, Wy ) configurations by grid search, per dataset.

Dataset W w, W, A ean Ay Score
0.8 0.1 0.1 0.9230 0.0112 09174

0.7 0.1 0.2 0.9211 0.0106 0.9158

CICIoT2023 0.6 0.1 0.3 0.9193 0.0105 0.9141
0.5 0.1 0.4 0.9175 0.0108 0.9121

0.4 0.1 0.5 0.9157 0.0115 0.9099

0.8 0.1 0.1 0.9602 0.0081 0.9561

0.7 0.1 0.2 0.9547 0.0083 0.9505

TON_IoT 0.6 0.1 0.3 0.9492 0.0091 0.9447
0.5 0.1 0.4 0.9437 0.0103 0.9385

0.4 0.1 0.5 0.9382 0.0119 0.9323

The configuration (w;,w,,w;)=(0.1,0.2,0.7), retained for deployment on CI-
CIoT2023, achieves 4., =0.9334 and A4, <0.023, giving
Score = 4, —0.5- 4,4, 20.9219 —above the tabulated top-1 Score of 0.9174.
This configuration doesn’t belong to Table 2 grid search: it’s a fixed design choice
(Section 4.4), not a candidate we ranked, so lining it up directly against the top-5
entries above wouldn’t be fair.

The sensitivity analysis shown for the CICI0T2023 and TON_IoT datasets through
the search-space heatmaps (Figure 3), the look at how things vary around the op-
timum, and the ranking of the best configurations confirms that the temporal-
stability component carries the most weight. Around the grid-search optimum
(w, =08, w, =0.1, w; =0.1, Table 2), a progressive reduction of w; produces
the sharpest decrease in the mean actionability score A4_,, ., indicating that the

ability of the ARX-IoT framework to maximize A is dominated by the tem-

poral stability component (). This trend is consistent across the two datasets,
CICIoT2023 and TON_IoT, for which the grid search converges to the same op-

timum. The framework nonetheless retains the configuration
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(wl, w;, w3) = (0.1,0.2,0.7) rather than this statistical optimum, so as to weight
model confidence Co(¢) and conflict regulation I'(¢) more heavily relative to
raw temporal stability, and to preserve a single, dataset-independent operating
point (Section 4.4). Finally, the low variability observed across scenarios in the grid
search ( 4, <0.023) indicates good stability of the framework’s behavior across

application domains.
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Figure 3. (a) Hyperparameter grid search on CICIoT2023. (b) Sensitivity analysis around the CI-
CIoT2023 optimum. (c) Ranking of the best CICIoT2023 configurations. (d) Hyperparameter grid
search on TON_IoT. (e) Sensitivity analysis around the TON_IoT optimum. (f) Ranking of the best
TON_IoT configurations.
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To select the optimal values of the regulation hyperparameters p=4 and
k = [, asecond, distinct composite score S is defined to jointly evaluate predic-
tive performance and explanation quality—separate from the criterion
Score = 4, ., (P)—0.54,,(P) used above to select (w;,w,,w;):
S=A,m —03C,, —0.24,. (18)

mean

The coefficients 0.3 and 0.2 jointly penalize dispersion in the conflict coefficient
and in the actionability score, consistent with the objective of favoring stable, low-
variance explanatory behavior.

Unlike 4(¢) and C(t), the composite score Sisn’t inherently confined to [0,
1], because it’s defined as an aggregate criterion that blends several normalized
components with potentially different scaling and dispersion. Normalizing the in-
dividual terms doesn’t mean their weighted sum has to stay inside the unit inter-
val. So, a value just above one, such as §= 1.004, is mathematically fine and
shouldn’t be read as a normalization error. Rather, it tells us that the configuration
in question reaches a combined performance a touch above the reference level set
by the normalization and aggregation scheme we adopted. This reading fits what
S is for, namely ranking configurations by their relative overall quality rather than
standing for an absolute probability or proportion. An exhaustive grid search rest-
ing solely on the mean agreement precision Ame. (Figure 4(a)) would flag the con-
figuration (p= 0.5, k= 0.5) as best, at a value of 0.986. But once we fold in stability
and robustness through the composite score S (Figure 4(b)), the ranking of the
evaluated configurations shifts. The response-surface analysis shows that the high-
est composite score (5= 1.004) lands on the configuration (p = 0.5, k= 1.0) (Fig-
ure 4(b)), which strikes the best balance between agreement precision, explanation
stability, and overall robustness. On that basis, the configuration (p= 0.5, k= 1.0)
was kept as a single, dataset-independent operating point for all experiments re-

ported in this article.

Table 3. Top-5 (p, k) configurations by grid search, per dataset, including G (Equation
(18)).

Dataset  p(=4)  k(=5) Caa A Ay s

0.5 1.0 0.0889 0.9780 0.0036 1.0040

0.5 1.5 0.1027 0.9728 0.0039 1.0028

CICIoT2023 0.5 0.5 0.0582 0.9855 0.0026 1.0025
0.5 2.0 0.1061 0.9691 0.0039 1.0001

0.5 2.5 0.1035 0.9663 0.0037 0.9966

0.5 0.5 0.0273 0.9765 0.0011 0.9844

0.5 1.0 0.0354 0.9673 0.0013 0.9777

TON_IoT 0.5 1.5 0.0345 0.9621 0.0012 0.9722
1.0 0.5 0.0273 0.9624 0.0019 0.9702

0.5 2.0 0.0300 0.9590 0.0010 0.9678
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Figure 4. (a) Composite-score optimization surface using the mean-agreement criterion.
(b) Composite-score optimization surface using the composite criterion.
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This grid search is conducted independently on each dataset (Table 3): the same
values, p= 0.5 and k& = 1.0, correspond to the composite-score optimum on CI-
CI0T2023 (Amean = 0.9780, Cya = 0.0889, S'=1.0040), whereas the composite-score
optimum on TON_IoT is reached at p= 0.5, k= 0.5 (Amean = 0.9765, Cya = 0.0273,
S§=0.9844). As with (w1, ws, ws), the configuration (p = 0.5, k= 1.0) is retained

across both datasets for consistency, rather than re-tuning & per dataset.

4.5. Quantification of Explanatory Conflict

The probabilistic representation lets us put a number on the disagreement between
TimeSHAP and Anchors through the total variation distance D(¢) and the con-
flict coefficient C(¢).On CICI0T2023, this gives D(¢)=0.538, which maps to
a conflict coefficient C(7)=0.554 at the adapted sensitivity S ~1.5 that the
online feedback loop settles on ( S, =1.4999, Table 6), rather than the starting
value f=1.

On both datasets, the online feedback loop reliably converges to a sensitivity
value inside the range S e[1,1.5] (3, =1.0001 on TON_IoT and 1.4999 on
CICIoT2023), which tells us this interval is the effective operating range of the
adaptive mechanism for the traffic patterns we look at in this study. As Figure
5(a) shows, this conflict is driven mainly by the IAT variable, whose own contri-
bution reaches |¢, - b,| ~ 0.123, more than five times the average divergence seen
for the other features. Figure 5(b) goes further, showing that the divergence comes
both from disagreement over which variables the two methods pick and from dis-

agreement over the relative importance they place on them.

Divergence per Feature |¢; — b;| TON_loT (Top 30)

--- Mean = 0.043

0.00

10 15 20 25 30
Features (sorted by divergence, TON_loT)

(a)
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Figure 5. (a) Per-feature divergence between TimeSHAP and Anchors on CICIoT2023. (b) Selected-feature agreement be-
tween TimeSHAP and Anchors on CICIoT2023.

In contrast, on TON_IoT, while both methods highlight system-level identifiers
such as type_normal, TimeSHAP concentrates a major part of its attribution on
this single feature (=0.50), whereas Anchors distributes its activation conditions
across a broader set of features (including source addresses and attack-type vari-
ables). This structural difference in feature coverage leads to a total variation dis-
tance D(t)=0.9822, corresponding to a conflict coefficient C(¢)=0.6255 (for
B =1.0001). As synthesized in Figure 6 and Table 6, C(¢) clearly differentiates
the conflict profile of CICI0T2023 ( C(t) =0.5539 ) from that of TON_IoT
(C()=0.6255), confirming the ability of ARX-IoT to objectively quantify inter-
method explanatory disagreements across varied IoT traffic conditions.

We define an erroneous mitigation decision on an observable, test-set basis. For
a given test-set window, a mitigation decision is recorded whenever the graduated
policy ﬁ(A(t)) (Section 3.7) would trigger or suspend an action. An error oc-
curs if an action is triggered during a normal traffic window (false positive) or if
no action is triggered during an attack window (false negative). The mitigation-
risk values below are therefore an estimated proxy grounded in the observable
outcomes defined above, not a causally identified empirical reduction in the strict
sense.

Figure 6 also synthesizes these two scenarios by presenting the main ARX-IoT
metrics, including the conflict coefficient C(¢), the actionability score A(t),

and their associated indicators. The results show that C(r) clearly distinguishes
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Figure 6. (a) Quantitative evaluation of ARX-IoT key metrics on CICIoT2023. (b) Quantitative evaluation of ARX-IoT key
metrics on TON_IoT.
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a moderate-conflict situation on CICIoT2023 ( C(t) =0.554 ) from a high-conflict
situation on TON_IoT ( C(#) = 0.626 ). In particular, the conflict level on TON_IoT
exceeds the critical threshold of 0.60, thereby activating the veto mechanism and
shifting the decision policy toward human review. These results confirm the abil-
ity of ARX-IoT to objectively quantify inter-method explanatory disagreement and
adapt the level of automation accordingly.

4.6. Veto Mechanism and Decision Policy

To properly evaluate the risk reduction provided by the veto mechanism TI' (t) , it
is essential to distinguish between nominal classification risk and operational mit-
igation risk under explanatory uncertainty:

o Nominal Baseline Risk (0.150): Represents the intrinsic classification error
rate of the unmonitored IDS model operating under standard, non-conflicting
traffic conditions without XAI verification.

« Unregulated Risk under Conflict (0.427): When explanatory conflicts arise
between TimeSHAP and Anchors, hidden decision uncertainty increases
sharply. If the system continues to execute automated mitigations without
ARX-IoT regulation, the risk of triggering inappropriate countermeasures reaches
0.427.

o ARX-IoT Regulated Risk (0.313): By applying the probabilistic veto factor
F(t) , ARX-IoT detects severe explanatory contradictions and suspends auto-
mated decisions. This regulatory filter reduces the mitigation risk under con-
flict from 0.427 down to 0.313 on CICI0T2023, a 26.7% relative reduction in
erroneous mitigation decisions compared with the unregulated system under
conflict. On TON_IoT, the same mechanism reduces the mitigation risk from
0.463 to 0.413, a 10.8% relative reduction. While the absolute mitigation risk
remains non-zero due to intrinsic dataset noise and feature-attribution vari-
ance, the 10.8% - 26.7% range is more representative of the mechanism’s effect
across heterogeneous IoT traffic.

While the regulated risk (0.313) remains above the ideal baseline (0.150) due to
the inherent noise and ambiguity of conflicting traffic instances, the veto mecha-
nism successfully acts as a safety barrier that prevents catastrophic automated ac-
tions during periods of high XAI disagreement.

The decision policy 7 (¢), defined in Section 3.9, partitions the decision space
into three operational zones bounded by 7, =0.80, 7, =0.60,and C,  =0.60
(Figure 7 and Figure 8).

« On CICIoT2023: With an actionability score 4(7)=0.933 and a moder-
ate conflict coefficient C(¢)=0.554<C

max

the system operates in the Auto-
matic Mitigation zone, consistently with the decision rule A(r)>7, and
C(1) < Cpy -

« On TON_IoT: Although the actionability score is high ( A(t)=0.903 >, ),
the severe explanatory conflict C(7)=0.626 exceeds C,, =0.60. This con-

flict override forces the policy into the Veto/Human Review regime, suc-
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cessfully preventing automated mitigation under high explanatory contra-
diction.
These results confirm that the decision thresholds defined in ARX-IoT allow

the degree of automation to be adapted to the level of conflict observed between

explainability methods.

Regulation Factor vs. Conflict Level

1.0 A : Auto. mitigation
: Limited alert
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Figure 7. (a) Decision zones of ARX-IoT on CICI0oT2023. (b) Regulation dynamics of ARX-IoT
on CICIoT2023.
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Figure 8. (a) Decision zones of ARX-IoT on TON_IoT. (b) Regulation dynamics of ARX-IoT on
TON_IoT.

Figure 8 presents the corresponding decision zones and regulation dynamics
for TON_IoT.

4.7. Temporal Dynamics of the Feedback Loop

Figure 9 and Figure 10 illustrate the dynamic behavior of the ARX-IoT adaptive
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mechanism over 30 iterations, evaluated respectively on the TON_IoT and CI-
CIoT2023 datasets. On TON_IoT (Figure 9), the parameter S climbs gradually
from its starting value of 1.000 and settles around S ~1.0022 . This shift reflects
the system tuning its own sensitivity to make up for drops in the observed causal
effect AP(r) asitdrifts away from the target threshold 6 =0.02.On CICI0oT2023
(Figure 10), by contrast, [ eases steadily down from its starting value of 1.500
to S =~1.497, which reflects a gradual dialing-back of sensitivity while the causal
effect stays stubbornly above the target.

Convergence of 3 (adaptive parameter)
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Figure 9. (a) Evolution of the sensitivity parameter on TON_IoT. (b) Regulation factor and
actionability score on TON_IoT. (c) Evolution of the conflict coefficient on TON_IoT. (d)
Causal effect of actions on TON_IoT.

At the same time, the other internal metrics stay remarkably steady, which speaks
to the robustness of the feedback loop. On TON_IoT, the conflict level C(t)
stays high, around 0.626, consistently topping the alert threshold set at 0.60, while
the regulation factor I'() and the actionability score 4() hold steady at roughly
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0.730 and 0.903. On CICI0T2023, the conflict stays more moderate, around 0.554,
with regulation and actionability settling at about 0.758 and 0.933. In both cases,
even though the causal effect AP(¢) moves within the intervals [0.0126,0.0227]
and [0.0177,0.0265] , respectively, it stays broadly centered on the target 6 =0.02.
Taken together, these observations confirm that the adaptive model tunes its in-
ternal sensitivity well enough to keep its decision outputs stable, whatever the un-

derlying dynamics of IoT attacks happen to be.

Convergence of § (adaptive parameter)

1.5000 -
1.4995
1.4990
1.4985 A
1.4980

1.4975 A

B_target=1.500

0 5 10 15 20 25 30
Round
(@)
Regulation I(t) and Actionability A(t)
1.0 —— (1)

A(t)

0.8 1

0.6

Score

0.4

0.2

0.0

Round

(b)

DOI: 10.4236/0japps.2026.1610221

4014 Open Journal of Applied Sciences


https://doi.org/10.4236/ojapps.2026.1610221

E.O. Tchéetal.

Conflict Evolution C(t)

0.60 -

0.45 A
--- Auto-mitigation threshold

Alert threshold

C(t)

0.40

0.35 1

0.30 1

Causal Effect of Actions AP(t)
6_target=0.02

0.026 1

0.024 4

AP

0.022 4

0.020 ~

0.018 4

0 5 10 15 20 25 30
Round

(d)

Figure 10. (a) Evolution of the sensitivity parameter on CICIoT2023. (b) Regulation factor
and actionability score on CICIoT2023. (c) Evolution of the conflict coefficient on CI-
CI0T2023. (d) Causal effect of actions on CICIoT2023.

4.8. Ablation Study

Table 4 and Table 5 present the results of the ablation study conducted on
TON_IoT and CICIoT2023, respectively. For each dataset, the veto (I' =1), the
stability (S =1), the model confidence ( Co =1), and the adaptive feedback ( S =1)
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are successively removed to evaluate the individual contribution of each compo-
nent of the ARX-IoT framework. The rightmost column of Table 4 and Table 5,
labeled Inter-Method Confidence (1-C (t) ), reports a distinct quantity from the
model confidence Co(¢) ablated in the “Without model confidence” row: Co(t)
is the LSTM’s own predictive confidence (Equation (11)), whereas 1-C (t) re-
flects the complementary agreement level between TimeSHAP and Anchors (Sec-
tion 3.5) and is therefore unaffected by the Co(¢) ablation, changing only when
the conflict coefficient C(¢) itself changes (i.e., in the “Without feedback A7
row).

Opverall, disabling the regulation factor (I" =1) leads to an artificial increase in
the actionability score A(7), demonstrating that the veto mechanism is essential
to penalize severe inter-method disagreements.

On TON_IoT, removing stability (S =1) or the adaptive feedback (f=1)
yields identical results to the complete ARX-IoT configuration ( A(¢)=0.903,
C(t) =0.626, F(t) =0.731). This behavior isn’t an experimental artifact; it re-
flects two structural properties of the framework on this dataset:

o Temporal Stability Near Unity: The intrinsic stability measured on TON_IoT
is already near-perfect (.S () =0.9995, reported as 0.999 in Table 4). Forcing
S()=1.000 shifts things by less than 0.05%, which is mathematically negligi-
ble in the computation of A(t).

o Natural Equilibrium of Sensitivity /: As Table 5 shows, the online gradi-
ent descent naturally convergesto f,_, =1.0001 on TON_IoT. Because the
adaptive parameter lines up almost exactly with the default baseline ( £ =1.0),

switching off the feedback loop leaves no measurable offset on C(z) or

A(r).

Table 4. Ablation study of ARX-IoT components on TON_IoT.

Configuration A(r) C(1) r'(t) S(t)  1-C(¢)
ARX-ToT (complete) 0.903 0.626 0.731 0.999 0.374
Without veto (I'=1) 0.957 0.626 1.000 0.999 0.374
Without stability (S =1) 0.903 0.626 0.731 1.000 0.374

Without model confidence (Co=1) 0.946 0.626 0.731 0.999 0.374
Without feedback g (f=1) 0.903 0.626 0.731 0.999 0.374

Table 5. Ablation study of ARX-IoT components on CICIoT2023.

Configuration A(t) C(1) (1) S(t)  1-C(t)
ARX-IoT (complete) 0.933 0.554 0.758 0.999 0.446
Without veto (I'=1) 0.982 0.554 1.000 0.999 0.446
Without stability (S =1) 0.933 0.554 0.758 1.000 0.446

Without model confidence (Co=1) 0.952 0.554 0.758 0.999 0.446
Without feedback g (f=1) 0.944 0.416 0.812 0.999 0.584
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On CICIoT2023, by contrast, where £ moves from 1.0 to 1.5, turning off feed-
back causes a sharp drop in conflict detection ( C(t) falls from 0.554 to 0.416),
showing that the feedback loop works as a dynamic auto-calibration mechanism
that steps in only when traffic variability calls for it.

Although f doesn’t enter the formulation of the model confidence Co(7)
directly, taking away its feedback mechanism still reshapes the framework’s down-
stream decision dynamics. This indirect effect leads to an observed risein 1-C(7),
from 0.446 to 0.584, under the ablation setting considered here.

Removing the veto produces the biggest swings, which confirms it as the main
decision-regulation mechanism. On CICIoT2023, actionability A(r) climbs from
0.933 t0 0.982, a 5.2% rise. That jump comes down to the moderate conflict level
on this dataset (C () = 0.554 ): by imposing a regulatory filter, the veto reins in
actionability to keep things safe. On TON_IoT, where the conflict level runs higher,
the veto’s direct effect on the actionability score stays in the same ballpark, with
A(t) moving from 0.903 to 0.957 (+6.0%). This tells us the veto works not just
through the size of the actionability penalty but also through the decision policy,
where the conflict threshold flatly overrides automated mitigation.

Removing the adaptive feedback [ reveals a complementary picture. On CI-
CIoT2023, it only barely touches actionability (0.933 - 0.944) but sharply cuts the
system’s ability to detect conflict (0.554 > 0.416), a 24.9% drop. On TON_IoT, by
contrast, removing /4 brings no notable change in either A4(¢) or C(¢), which
stay at 0.903 and 0.626. What these observations tell us is that the feedback mech-
anism isn’t meant to improve the decision directly, but to tune the system’s sensi-
tivity to explanatory divergence. It therefore plays a fine-tuning role in conflict
measurement, especially handy in the trickiest scenarios.

Finally, removing stability S(¢) and model confidence Co(7) moves things
only slightly across all metrics. Their contribution thus looks confined to a fine-
calibration role rather than serving as a central regulation lever. All in all, these
results back up the architecture of the framework, in which the veto and the adap-
tive feedback handle the critical work, while stability and confidence chip in on the

fine-grained adjustment of decisions.

4.9. Synthesis of Key Metrics

Table 6 synthesizes the final ARX-IoT metrics for both datasets, allowing a direct

comparison of the decision regimes.

Table 6. Synthesis of key ARX-IoT metrics.

Metric CICIoT2023 TON_IoT
D, (TVD) 0.5382 0.9822
C, (Conflict) 0.5539 0.6255
T, (Regulation) 0.7581 0.7314
S, (Stability) 0.9991 0.9995
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Continued
A, (Actionability) 0.9334 0.9029
Decision 7(t) Automatic mitigation Veto-human review
B 1.4999 1.0001
AP (Causal) 0.0223 0.0187

Contrast of decision regimes (7). The conflict levels stay fairly close
(C(t)=0.554 versus 0.626), yet that small gap is what decides the regime: only
TON_IoT’s C(z) tops the veto threshold C,, =0.60. Actionability runs high
on both datasets ( 4(7) =0.933 on CICI0T2023, 0.903 on TON_IoT), which con-
firms that, in this framework, it’s the conflict coefficient C(¢) rather than the
actionability score A(¢) that mainly settles the choice between the Automatic
Mitigation and Veto regimes. On CICI0oT2023, with the corrected 4(7)=0.9334,
the system stays in the Automatic Mitigation zone, since A(¢)>7, =0.80 and
C(t)=0.5539<C,,, =0.60.0n TON_IoT, the conflict crossing C,, forcesa
veto policy with human review, no matter how comparably high the actionability
score is. This contrast holds together: the framework brings in human oversight
whenever explanatory ambiguity crosses the critical threshold, however confident
and exploitable the underlying model may otherwise look.

Regulation and trade-off I'(¢). With a single fixed value of 1 =0.5 across
both datasets (Equation (7)), the regulation coefficient I'(¢) comes out similar
in size on TON_IoT (0.731) and CICIoT2023 (0.758), tracking the similarly mod-
erate conflict levels C(t) on both datasets (0.626 and 0.554, respectively). This
consistency confirms that a single, dataset-independent regulation strength is enough
to produce an appropriately calibrated penalty: the veto mechanism doesn’t need
re-tuning per dataset to stay effective, and the different decision outcomes (Auto-
matic Migration on CICIoT2023, Veto on TON_IoT) come down to the conflict
coefficient C(¢) relative to the threshold C

max

, not to any difference in regula-
tion strength.

Adaptive feedback S,
TON_IoT, it stays practically flat (1.0001), a sign that the initial calibration already
fits well. On CICI0T2023, it climbs to 1.4999, reflecting a deliberate tweak of con-
flict sensitivity to better anticipate future shifts in this dataset.

How pf,., evolves also differs across datasets. On

ext *

Causal impact AP. The causal variations stay small (0.0223 and 0.0187), con-
firming that the regulation ARX-IoT performs doesn’t meaningfully alter the dis-
tribution of predictions. The framework instead acts as a fine-grained safety filter,
nudging the decision at the margin without distorting the behavior of the under-

lying model.

4.10. Discussion

1) XAI divergence as an uncertainty signal (O1). The experiments confirm
the existence of a structural explanatory conflict between additive and symbolic

approaches. Where TimeSHAP concentrates its probability mass on a single tem-
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poral variable (IAT, =0.19 for CICI0oT2023), Anchors distributes its binary mask
across morphological traffic criteria (syn_count, urg_count), ignoring Time-
SHAP’s priorities. Measured by a total variation distance D(7)=0.5382 on CI-
CIoT2023, this divergence demonstrates that a single, isolated XAI method offers
a biased view. Unlike the state of the art, which treats such divergence as a failure,
ARX-IoT exploits this disagreement as an uncertainty indicator to modulate the
system’s conservatism.

2) Validation of the optimization and impact of the veto (02, O4). The sen-
sitivity analysis validates the multi-criteria configuration of the augmented action-
ability score A(t) retained for the framework (w, =0.1, w, =02, w, =0.7),
giving priority to model confidence Co(¢) (wy), while the independent grid
search identifies temporal stability S (t) as the dominant driver of the statisti-
cally optimal configuration (w, = 0.8, Table 2). The ablation study demonstrates
the safeguard role of the veto mechanism T'(¢): its removal raises actionability
from 0.933 to 0.982 (+5.2%) on CICIoT2023. The veto therefore effectively curbs
automation under strong XAl contradiction, protecting infrastructures against er-
roneous countermeasures.

3) Dynamic regulation and causal robustness (O3). The feedback loop adapts
properly to fluctuations: the regulation parameter ﬁ(t) rises on TON_IoT to
correct the drift from the target (& = 0.02) and falls on CICIoT2023 once the ef-
fect steadies. With the measured causal impact AP(t) staying marginal (<0.023),
ARX-IoT shows its topological neutrality: it leaves the detection performance of
the underlying LSTM model untouched and works as a transparent peripheral fil-
ter.

4) Synthesis of decision regimes. The comparative analysis brings out two dis-
tinct decision regimes depending on the traffic environment. On CICI0T2023, the
framework meets moderate conflict C(r) and regulation I'(r) (0.55and 0.76).
With an actionability score 4(t) of 0.9334, the system takes an automatic miti-
gation regime, since A(t) >7,=0.80 and C(t) <C

max

this business logic steers
clear of the kind of over-cautiousness that would block the network for no good
reason. On TON_IoT, conflict is comparable (0.62) but regulation is lower (0.73).
Even with strong actionability at 0.9029, the sharp XAI contradiction triggers a
veto regime that calls for human arbitration, putting maximum safety first in the
face of explanatory ambiguity.

5) Limitations and perspectives. For all the results we obtained, this study has
its limits. First, the evaluation of ARX-IoT leans on just two explainability meth-
ods, TimeSHAP and Anchors. While these two do represent complementary par-
adigms (additive and rule-based), trying it with other XAI methods, such as Inte-
grated Gradients, DeepSHAP, or Layer-wise Relevance Propagation (LRP), would
help gauge how general the framework really is. Second, mixing several explana-
tory methods carries extra computational cost that could hamper deployment in
tightly constrained IoT environments; future work will look at trimming this over-

head to keep real-time performance intact. Finally, the experiments ran on two
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benchmark datasets; validating on real IoT infrastructures and operational scenar-
ios would help confirm how robust and generalizable ARX-IoT is. Beyond these
technical extensions, wider adoption of ARX-IoT in operational settings would
also gain from lining up its decision-regulation outputs with established practices
for XAl-supported security decision-making, as Sahito et al. [27] discussed. Fourth,
the experimental evaluation pits ARX-IoT against raw detection baselines (Ran-
dom Forest, logistic regression) and against internal ablations of its own compo-
nents, but stops short of a direct empirical comparison with the conflict-resolu-
tion frameworks covered in Section 2 (EXAGREE [5], Consensus Importance [6],
XAI4C [8]).

These methods pursue related but distinct objectives. EXAGREE focuses on a
priorimodel selection, Consensus Importance performs post-hoc explanation ag-
gregation, and XAI4C addresses operational conflict detection in O-RAN networks.
None of these methods produces the continuous, closed-loop decision-regulation
signal targeted by ARX-IoT. Consequently, a like-for-like empirical benchmark
would require re-implementing each method within the same IoT decision-regula-
tion setting.

Fifth, the mitigation-risk reduction reported in Section 4.6 relies on an opera-
tional definition of “erroneous mitigation decision” grounded in observable test-
set outcomes (action condition, ground-truth label mapping, and conflict-condi-
tioned denominator, as specified in the revised Section 4.6). This quantity should
be interpreted as an estimated proxy derived from the heuristic interventional model
of Section 3.8 (Equations (12) - (13)), rather than as a formally identified causal
reduction in the strict do-calculus sense.

The contribution of ARX-IoT relative to these methods is therefore primarily
conceptual and methodological. It is supported by the component ablation study
presented in Section 4.8 rather than by a direct empirical benchmark. Establishing
such a benchmark, for example, against a Consensus-Importance-style weighted
aggregation or a static ensemble threshold using the same datasets and evaluation
metrics is left for future work.

More fundamentally, this study shows that conflict between explainability meth-
ods should no longer be regarded as a weakness of XAI techniques, but rather as
an exploitable source of information for decision-making. This perspective con-
stitutes a central scientific contribution of ARX-IoT. Whereas existing approaches
primarily seek to produce a single explanation or to maximize the fidelity of an
isolated method, ARX-IoT transforms disagreement between explanations into an
adaptive regulation mechanism that automatically adjusts confidence, the level of

automation, and the mitigation strategy.

5. Conclusions

By pairing adaptive explainability with the cybersecurity of IoT architectures, this
study confirms how useful the ARX-IoT framework is in tackling the limits of tra-

ditional XAI approaches. The results we obtained show that the framework meets
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the objectives we set at the start. On one side, ARX-IoT measures and regulates
conflicts between explainers, notably between TimeSHAP and Anchors, by turn-
ing their divergence into an uncertainty signal that feeds into the actionability
score. On the other hand, its dynamic feedback loop keeps it adapting continu-
ously to traffic fluctuations without hurting the performance of the underlying
detection model. Finally, the veto mechanism acts as a safeguard, cutting the risk
of erroneous mitigation by 26.7% on CICIoT2023 and 10.8% on TON_IoT, and
calling for human arbitration whenever explanatory ambiguity crosses the critical
conflict threshold.

These results open the way to a new approach to IoT cybersecurity, in which
conflict between explanations is no longer perceived as a weakness but as a decision-
making lever. Future work will focus on reducing the computational cost of the
framework and integrating additional explainability methods, such as LIME or
counterfactual approaches, to further strengthen the generality and robustness of

the framework.
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